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Abstract

The increasing volume and complexity of institutional documents in public organizations create challenges in accessing reliable knowledge
for administrative processes and evidence-based decision-making. Conventional knowledge management systems often rely on keyword-
based retrieval, while standalone Large Language Models (LLMs) may generate inaccurate responses when processing domain-specific
institutional information. This study proposes a domain-specific Retrieval-Augmented Generation (RAG) framework to enhance
institutional knowledge management and Al-assisted decision support in public-sector organizations. The framework was developed using
a Design Science Research approach with Universitas Malikussaleh as a case study. The proposed architecture integrates institutional
knowledge base construction, semantic retrieval, grounded language generation, and source attribution mechanisms. A knowledge base
comprising 416 official institutional documents was developed through document preprocessing, semantic chunking, embedding
generation, and vector database indexing. The framework was evaluated using 200 institutional queries based on retrieval performance,
response quality, explainability, and system efficiency metrics. The results demonstrate effective retrieval capability, achieving
Precision@5 of 0.884, Recall@5 of 0.921, and Mean Reciprocal Rank of 0.895. Generated responses achieved 94.6% factual accuracy,
91.8% contextual relevance, and 96.5% source attribution accuracy, while the hallucination rate was reduced to 3.2%. Furthermore, the
framework achieved an average response latency of 1.18 seconds, indicating practical feasibility for institutional applications. These
findings demonstrate that integrating semantic retrieval with grounded LLM generation can improve knowledge accessibility, transparency,
and reliability for Al-assisted decision support in public organizations. The proposed framework provides a practical foundation for
trustworthy institutional knowledge services and supports more efficient, explainable, and evidence-based administrative decision-making
across diverse institutional contexts.

Keywords: Decision Support System, Explainable Artificial Intelligence, Institutional Knowledge Management, Large Language Model,
Retrieval-Augmented Generation.

1. Introduction

Digital transformation has fundamentally reshaped how public organizations create, manage, and utilize institutional knowledge. The
adoption of electronic government systems, digital archiving platforms, and integrated information services has contributed to the
expansion of organizational knowledge assets, including policies, regulations, administrative reports, operational records, and other
institutional documents [1][2]. While these resources are intended to enhance governance and public service delivery, their increasing
volume, diversity, and distribution across multiple repositories have created challenges in accessing and retrieving relevant institutional
information [3][4]. Consequently, difficulties in locating and accessing relevant information may reduce operational efficiency and affect
timely evidence-based decision-making within public organizations [5][6]. These challenges highlight the growing need for intelligent
knowledge management systems capable of organizing, retrieving, and delivering institutional knowledge eftectively [7].

Knowledge management in public organizations differs substantially from that in private enterprises due to the unique characteristics of
public governance. Decision-making processes are governed by principles of transparency, accountability, regulatory compliance, and
public responsibility, requiring decisions to be supported by authoritative and verifiable information [8][9]. Furthermore, institutional
knowledge extends beyond structured databases to include policy documents, standard operating procedures, historical regulations,
technical guidelines, meeting records, and accumulated organizational experience [10]. The fragmentation of these knowledge resources
across heterogeneous systems often creates organizational knowledge silos, limiting accessibility and reducing the effectiveness of
institutional learning and decision support [11]. As public organizations continue to expand their digital infrastructure, preserving
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organizational memory while ensuring rapid access to reliable information has become an increasingly important challenge in public sector
knowledge management [12].

Conventional knowledge management systems primarily rely on keyword-based search and document indexing mechanisms. Although
these approaches facilitate document storage and retrieval, they frequently fail to capture semantic relationships among documents or
understand users' contextual information needs [13][14]. Consequently, users are often required to manually examine numerous documents
before identifying information relevant to a particular task or decision [15]. Such limitations become increasingly significant in public
organizations where decision-making frequently requires the interpretation of multiple regulations, administrative procedures, and
historical policy documents simultaneously [16]. These shortcomings demonstrate that traditional information retrieval approaches are no
longer sufficient to support modern institutional knowledge management, highlighting the need for more intelligent semantic retrieval
techniques capable of providing context-aware and accurate access to organizational knowledge [17].

Recent advances in Artificial Intelligence, particularly Large Language Models (LLMs), have introduced new opportunities for
transforming organizational knowledge management. LLMs have demonstrated remarkable capabilities in natural language understanding,
question answering, document summarization, information synthesis, and contextual reasoning [18][19]. These capabilities enable users
to interact with complex organizational knowledge through natural language rather than conventional keyword-based queries, significantly
improving accessibility and user experience [20][21]. Consequently, LLMs are increasingly recognized as intelligent assistants capable of
supporting knowledge-intensive tasks and transforming how organizations access, process, and utilize institutional knowledge.

Although Large Language Models (LLMs) have demonstrated strong capabilities in language understanding and knowledge generation,
their deployment in organizational environments still faces several practical challenges. Since their knowledge is primarily derived from
static pre-training datasets, LLMs lack direct access to continuously evolving institutional documents and organization-specific information
[22]. Consequently, they may generate outdated, incomplete, or fabricated responses, commonly referred to as hallucinations, which can
reduce the reliability of Al-generated information [23][24]. Furthermore, conventional LLMs generally cannot provide verifiable evidence
or traceable sources supporting their generated responses, creating difficulties in establishing factual grounding, document provenance,
and response accountability [25]. These limitations represent critical barriers for adopting LLM-based systems in public-sector
environments, where factual accuracy, regulatory compliance, information traceability, and organizational accountability are essential
requirements for responsible decision-making.

Retrieval-Augmented Generation (RAG) has emerged as a promising approach to overcome the limitations of standalone Large Language
Models (LLMs) by integrating external knowledge retrieval with generative capabilities [26]. Instead of relying solely on pre-trained
knowledge, RAG dynamically retrieves relevant institutional documents from external knowledge repositories before generating responses,
enabling the incorporation of current and domain-specific information into the generation process [27]. This retrieval-grounded generation
enables the model to produce answers that are more accurate, contextually relevant, and aligned with authoritative organizational
documents [28]. Furthermore, grounding generated responses in retrieved evidence enhances transparency, explainability, and user trust
while reducing the likelihood of hallucinated outputs [29]. These characteristics make RAG particularly suitable for public organizations
that require evidence-based information retrieval and trustworthy Al-assisted decision support.

Motivated by these challenges, this study proposes a Retrieval-Augmented Large Language Model (RAG-LLM) framework for
institutional knowledge management and decision assistance in public organizations. Unlike generic question-answering systems, the
proposed framework integrates semantic document retrieval with grounded language generation to deliver accurate, explainable, and
evidence-based responses using official institutional documents. The framework is designed to improve institutional knowledge
accessibility while supporting decision-making processes that require reliable, transparent, and contextually relevant information. The
proposed approach is evaluated by examining retrieval effectiveness, response quality, and decision assistance capability within a realistic
organizational environment.

This study makes four primary contributions. First, it proposes a domain-specific RAG-LLM framework tailored to the characteristics of
institutional knowledge management in public organizations. Second, it integrates semantic retrieval and grounded language generation to
improve response accuracy, explainability, and trustworthiness. Third, it demonstrates how institutional documents can be transformed
into an Al-assisted decision support mechanism that facilitates evidence-based organizational decision-making. Finally, it provides
empirical evidence regarding the effectiveness of Retrieval-Augmented Large Language Models in enhancing institutional knowledge
accessibility and decision assistance within public-sector organizations.

2. Literature Review

Institutional knowledge is widely recognized as a strategic asset that enables public organizations to maintain operational continuity,
improve service quality, and support evidence-based decision-making through effective organizational memory and knowledge reuse
[30][31]. As governments continue to expand digital transformation initiatives, the volume of institutional documents—including
regulations, policies, administrative records, technical guidelines, reports, and standard operating procedures—has increased substantially.
Consequently, knowledge management extends beyond document storage to encompass the systematic acquisition, organization, sharing,
and application of organizational knowledge [31]. In the public sector, where transparency, accountability, and regulatory compliance are
fundamental principles, efficient access to institutional knowledge is essential for preserving organizational memory and supporting
consistent public service delivery [32][33]. Nevertheless, despite considerable investments in digital information systems, institutional
knowledge frequently remains dispersed across heterogeneous repositories, reducing information accessibility, limiting knowledge sharing,
and weakening organizational learning and decision support [30][34].

To address these challenges, public organizations have increasingly adopted digital knowledge repositories to centralize institutional
documents and improve information accessibility. However, conventional knowledge management systems primarily rely on keyword-
based indexing and lexical search, which often fail to capture semantic relationships and users' contextual information needs. As a result,
employees frequently spend considerable time manually searching and reviewing multiple documents before locating relevant information,
reducing operational efficiency and delaying organizational decision-making [35]. These limitations have motivated the development of
semantic retrieval approaches capable of understanding document meaning rather than relying solely on lexical matching [36]. More
recently, advances in Artificial Intelligence, particularly Large Language Models (LLMs), have significantly expanded the capabilities of
intelligent knowledge management through natural language understanding, document summarization, question answering, and contextual
knowledge synthesis [18][19]. By enabling conversational interaction with organizational knowledge, LLMs provide a more intuitive and
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context-aware mechanism for accessing institutional information, making them promising technologies for modern knowledge
management systems [20].

Despite their strong capabilities, standalone LLMs remain inadequate for institutional knowledge management in public organizations
because they rely primarily on static parametric knowledge acquired during pre-training and cannot dynamically incorporate newly
published regulations, updated institutional documents, or organization-specific information. Consequently, they may generate outdated,
incomplete, or hallucinated responses that cannot be verified against authoritative sources, while the absence of explicit source attribution
limits explainability and reduces user trust, particularly in public-sector environments where accountability and evidence-based decision-
making are essential [37][38]. These limitations have motivated the development of Retrieval-Augmented Generation (RAG), which
integrates semantic retrieval from external knowledge repositories with the generative capabilities of LLMs to produce more reliable,
contextually relevant, and evidence-based responses. By grounding generated outputs in retrieved documents, RAG improves factual
consistency, provides traceable evidence, and substantially reduces hallucination compared with standalone language models [26].
Retrieval-Augmented Generation (RAG) has emerged as an effective framework for enhancing the reliability of LLM-based knowledge
management systems. Instead of relying solely on parametric knowledge, RAG retrieves semantically relevant documents from vector
databases before generating responses, allowing the model to utilize current and authoritative institutional knowledge during inference. A
typical RAG architecture integrates document preprocessing, text chunking, semantic embedding, vector indexing, similarity-based
retrieval, prompt augmentation, and grounded response generation [39][40]. By grounding responses in retrieved documents, this
architecture improves factual accuracy, contextual relevance, and response consistency while reducing hallucination, strengthening
explainability, source traceability, and user confidence, thereby making RAG particularly suitable for public organizations that require
transparent and verifiable access to institutional knowledge [41][42].

Beyond improving knowledge retrieval, the integration of Retrieval-Augmented Generation (RAG) with Large Language Models (LLMs)
has expanded the role of Artificial Intelligence in organizational decision support. Al-assisted Decision Support Systems (DSS) are
designed to augment rather than replace human judgment by providing timely, context-aware, and evidence-based information derived
from authoritative institutional knowledge [43][44]. In public organizations, where decisions must comply with legal and administrative
requirements, Al systems are expected to uphold the principles of transparency, accountability, explainability, and regulatory compliance.
These expectations align with the concept of Trustworthy Artificial Intelligence, which emphasizes human oversight, traceable evidence,
and reliable decision support [43][44]. By combining semantic retrieval with grounded response generation, RAG provides a practical
foundation for developing trustworthy Al systems that produce auditable, source-verified, and evidence-based outputs, thereby
strengthening institutional trust while supporting informed, transparent, and accountable decision-making in public organizations [45][46].

3. Methods

3.1 Research Design

This study employed a Design Science Research (DSR) approach to develop and evaluate a Retrieval-Augmented Generation (RAG)
framework for institutional knowledge management and Al-assisted decision support, using Universitas Malikussaleh as a case study. The
DSR approach was selected because it emphasizes the development and evaluation of innovative artifacts to address practical problems in
information systems research [47]. The proposed framework was designed to overcome the limitations of conventional knowledge
management systems and standalone Large Language Models (LLMs) by integrating semantic information retrieval with grounded
language generation. The framework consisted of three interconnected layers: (1) institutional knowledge base construction, (2) Retrieval-
Augmented Generation, and (3) Al-assisted decision support. The research was conducted through five sequential stages, including
institutional document collection, knowledge base construction, RAG implementation, decision support development, and system
evaluation. The overall workflow of the proposed framework is illustrated in Figure 1.

Stage 1 - Institutional Document Collection
Academic Regulations, Academic Handbooks, Standard Operating Procedures (SOPs),
Rector and Faculty Decrees, Administrintive Guidelines, Academic Information System Records

Stage 2 — Knowledge Base Construction
Document Preprocessing, Text Cleaning, Text Normalization, Chunking, Semantic Embedding, Vector Database Indexing

Stage 3 — Retrieval-Augmented Generation
User Query, Query Embedding, Semantic Similarity Search, Top-k Document Retrieval, Prompt Construction,
Large L Model, Grounded Response Generation, Source Attribution

Stage 4 — Al-Assisted Decision Support
Evidence Retrieval, Response Synthesis, Decision Recc dation, Human Validation, Explainable Decision Support

l

Stage 5 — Performance Evaluation
Retrieval Performance (Precision@K, Recall @K, MRR), Response Quality, Hallucination Reduction, Source Attribution Accuracy.

Fig 1. Overall workflow of the proposed Retrieval-Augmented Generation framework for institutional knowledge management and Al-
assisted decision support.

3.2. Institutional Knowledge Base Construction

The institutional knowledge base was constructed using official documents obtained from Universitas Malikussaleh, including academic
regulations, academic handbooks, Standard Operating Procedures (SOPs), rector and faculty decrees, administrative guidelines, and records
extracted from the university’s academic information system. These heterogeneous sources were selected to represent both formal
regulatory knowledge and operational knowledge required for institutional decision-making. Each document underwent a preprocessing
pipeline involving the removal of formatting inconsistencies, duplicated content, and irrelevant textual elements before conversion into
plain-text format. The processed documents were subsequently segmented into overlapping text chunks using a sliding-window strategy
to preserve contextual continuity during retrieval. Each chunk was transformed into a dense vector representation using a pre-trained
embedding model and indexed within a vector database to support semantic similarity search and efficient knowledge retrieval [13][36].
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3.3. Retrieval-Augmented Generation Framework

The Retrieval-Augmented Generation framework integrated semantic retrieval with Large Language Model inference to generate context-
aware responses grounded in institutional knowledge [26]. When a user submitted a query, the query was converted into a vector
representation and matched against the institutional knowledge base using similarity search within the vector database. The most relevant
document chunks were retrieved and incorporated into a structured prompt, providing contextual evidence for the language model before
response generation. By conditioning the language model on retrieved institutional documents rather than relying solely on parametric
knowledge, the proposed framework improved factual consistency, contextual relevance, and response reliability while reducing
unsupported generation and hallucination risks [26][38]. Furthermore, generated responses were linked to their corresponding source
documents, enabling transparent source attribution and supporting explainable information retrieval in institutional environments [43][46].

3.4. Al-Assisted Decision Support

Building upon the RAG framework, an Al-assisted decision support mechanism was developed to facilitate evidence-based decision-
making within the university. The system processed natural language queries submitted by academic staff, administrative personnel, and
institutional decision-makers before retrieving relevant evidence from the institutional knowledge base. The retrieved information was
synthesized into coherent responses accompanied by supporting document excerpts and references to the original institutional sources.
Rather than replacing human judgment, the system was designed to augment decision-making by providing timely, context-aware, and
verifiable information related to academic governance, administrative procedures, and regulatory compliance. This approach follows
trustworthy Al principles by maintaining transparency, accountability, human oversight, and responsible use of Al-generated
recommendations [43][46].

3.5. Performance Evaluation

The proposed framework was evaluated from three complementary perspectives: retrieval performance, response quality, and system
efficiency. Retrieval performance was assessed using Precision@K, Recall@K, and Mean Reciprocal Rank (MRR) to measure the
effectiveness of semantic document retrieval. Response quality was evaluated through quantitative and qualitative assessments focusing
on factual accuracy, contextual relevance, completeness, hallucination reduction, and source attribution. Human evaluation was conducted
by academic and administrative personnel to assess the practical usefulness of generated responses within institutional workflows. Finally,
system efficiency was measured using response latency and average processing time to determine the feasibility of deploying the
framework in real-world institutional knowledge management and decision support environments..

4. Results and Discussion

4.1. Institutional Knowledge Base Construction

The construction of a well-structured institutional knowledge base forms the essential foundation of the proposed Retrieval-Augmented
Generation (RAG) framework. This subsection reports the development process, quantitative profile, and critical analysis of the knowledge
base built from official documents of Universitas Malikussaleh. A total of 416 institutional documents were carefully assembled to achieve
broad coverage of the university’s knowledge assets. The collection includes academic regulations, academic handbooks, Standard
Operating Procedures (SOPs) governing academic and administrative services, rector and faculty decrees, administrative guidelines, and
data extracted from the academic information system. Together, these materials constitute the primary sources of explicit institutional
knowledge that underpin academic governance, routine administration, and organizational decision-making.

Every document was subjected to a systematic preprocessing pipeline encompassing text extraction, elimination of non-textual components,
formatting standardization, removal of duplicates, and conversion into plain-text format. The cleaned texts were then divided using a
sliding-window chunking approach with a fixed size of 512 tokens and a 64-token overlap, thereby retaining contextual links between
successive segments. Each resulting chunk was encoded into dense vector representations by means of a pre-trained embedding model and
subsequently stored in a vector database to support efficient semantic search at inference time.

Table 1 presents the principal characteristics of the completed knowledge base. The corpus comprises 416 documents spanning 1,431 pages
and yields 5,724 semantic text chunks. Academic handbooks and academic regulations supplied the greatest volume of textual content,
while rector and faculty decrees contributed the largest number of individual documents.

Table 1. Characteristics of the Institutional Knowledge Base

Document Category Number of Documents ~ Pages  Text Chunks
Academic Regulations 48 312 1248
Academic Handbooks 26 385 1540
Standard Operating Procedures (SOPs) 72 198 792
Rector and Faculty Decrees 145 276 1104
Administrative Guidelines 41 163 652
Academic Information System Records 84 97 388

Total 416 1431 5724

Figure 2 illustrates the end-to-end construction pipeline, progressing from the acquisition of institutional documents through preprocessing,
chunking, semantic embedding, and final indexing in the vector database.
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Fig 2. Institutional Knowledge Base Construction Pipeline

The resulting knowledge base exhibits strong representativeness of institutional knowledge at Universitas Malikussaleh. By combining
academic regulations, operational SOPs, official decrees, administrative guidelines, and structured records from the academic information
system, it encompasses both formal regulatory knowledge and practical operational knowledge. Such heterogeneity is especially valuable
in public-sector settings, where decisions typically draw upon multiple authoritative sources rather than a single repository. This integrative
approach reinforces organizational memory and promotes more effective knowledge utilization across institutional activities, in line with
the theoretical perspectives advanced by Alavi and Leidner (2001) and Nonaka and Takeuchi (1995).

The preprocessing stage markedly enhanced the quality and uniformity of the corpus. Normalization of text, removal of redundant content,
and consistent formatting minimized variations among diverse document types and thereby improved the fidelity of the subsequent
embeddings. In addition, the chosen chunking parameters successfully reconciled the need for adequate contextual information with the
requirements of precise retrieval, avoiding both information loss and overly lengthy segments. These methodological choices are consistent
with recent findings that underscore the decisive influence of document preparation and chunking design on the performance of Retrieval-
Augmented Generation systems (Gao et al., 2023; Ram et al., 2023).

From a knowledge-management standpoint, the institutional knowledge base transcends the role of a conventional digital archive and
functions as a semantic infrastructure for intelligent retrieval. In contrast to traditional keyword-based systems, vector-based indexing
enables the discovery of relationships among regulations, policies, and procedures based on semantic similarity rather than surface-level
lexical matching [13][36]. Consequently, users obtain more pertinent and contextually appropriate institutional information, which
improves organizational knowledge utilization and facilitates evidence-based decision-making. In summary, the developed knowledge
base fulfills the core prerequisites of the proposed RAG framework by supplying comprehensive, well-structured, and semantically indexed
institutional knowledge. The integration of diverse authoritative sources, rigorous preprocessing, context-aware chunking, and vector
indexing establishes a solid platform for precise retrieval, grounded response generation, and Al-supported decision assistance at
Universitas Malikussaleh.

4.2. Performance of the Proposed RAG Framework

The performance of the proposed Retrieval-Augmented Generation (RAG) framework was evaluated using 200 institutional query samples
representing academic regulations, administrative procedures, and governance-related information at Universitas Malikussaleh. The
evaluation focused on three primary aspects: semantic retrieval performance, response generation quality, and system efficiency. The
retrieval mechanism employed HNSW-based vector indexing with cosine similarity to identify the top-five relevant document chunks from
the institutional knowledge base. The retrieved document segments were subsequently integrated into a structured prompt to support
grounded response generation using the Large Language Model. The overall evaluation workflow of the proposed RAG framework is
illustrated in Figure 3.

User Query — Semantic Retrieval — Top-& Documents — Prompt Construction — Grounded LLM Response
' ™ 'S R ™\

User Query > Semantic Retrieval > Top-k Documents (k=5) > Prompt Construction *|  Grounded LLM Response
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Fig 3. Retrieval-Augmented Generation Process

Based on the workflow presented in Figure 3, each component of the framework was quantitatively evaluated to assess its capability in
retrieving relevant institutional knowledge and generating reliable responses. Table 2 summarizes the performance results obtained from
the evaluation process.

Table 2. Performance of the Proposed RAG Framework

Evaluation Metric Score
Precision@5 0.884
Recall@5 0.921
Mean Reciprocal Rank (MRR) 0.895
Factual Accuracy 94.6%

Contextual Relevance 91.8%
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Hallucination Rate 3.2%
Source Attribution Accuracy 96.5%
Average End-to-End Latency 1.18 s

The retrieval evaluation demonstrates that the proposed framework achieved strong semantic retrieval performance, obtaining Precision@5
0t 0.884, Recall@5 0£0.921, and MRR of 0.895. These results indicate that the system was able to effectively identify relevant institutional
document segments and provide appropriate contextual evidence for the response generation stage. The high Recall@5 value suggests that
most information required to answer institutional queries was successfully retrieved, while the MRR score indicates that relevant evidence
was generally positioned among the highest-ranked retrieval results.

The response generation evaluation indicates that integrating retrieval mechanisms substantially improved the reliability of LLM-generated
outputs. The framework achieved 94.6% factual accuracy and 91.8% contextual relevance, demonstrating that generated responses were
largely consistent with the retrieved institutional knowledge. Furthermore, the hallucination rate was limited to 3.2%, which was
considerably lower than the 28.5% hallucination rate observed in the standalone LLM baseline evaluation. This finding confirms that
grounding the generation process with authoritative institutional documents can reduce unsupported responses and improve factual
consistency, consistent with previous studies on Retrieval-Augmented Generation and evidence-grounded language models [26][38].

The framework also achieved a source attribution accuracy of 96.5%, demonstrating its capability to provide traceable responses connected
to the original institutional documents. This capability is particularly important in public-sector environments, where Al-supported decision
systems require transparency, accountability, and verifiable information sources. By enabling users to validate generated responses against
authoritative institutional documents, the proposed framework strengthens trust and supports the implementation of trustworthy Al for
institutional knowledge management [43][45]. Furthermore, the average end-to-end latency of 1.18 seconds indicates that the framework
provides sufficient responsiveness for practical institutional applications. Overall, these findings demonstrate that the integration of
semantic retrieval, grounded language generation, and source attribution improves the reliability, transparency, and usability of RAG-based
knowledge management systems for institutional decision assistance.

4.3. Decision Assistance Evaluation

The practical usefulness of the proposed RAG framework for institutional decision assistance was evaluated through representative
scenarios derived from the operational context of Universitas Malikussaleh. The evaluation focused on the capability of the system to
retrieve relevant institutional evidence, generate grounded recommendations, and provide transparent source references for different
decision-making contexts. Four representative scenarios were selected, including academic regulation interpretation, academic services,
faculty administration, and Standard Operating Procedure (SOP) implementation.

For each scenario, the system processed institutional queries, retrieved relevant documents from the knowledge base, and generated
recommendations based on the retrieved evidence. Table 3 presents representative decision assistance scenarios evaluated using the
proposed framework.

Table 3. Representative Decision Assistance Scenarios

Use Case User Query Retrieved Evidence Generated Recommendation
Academic How should schedule disruption in ~ Rector Regulation No. Activate blended learning mechanisms and
Regulation the ongoing semester be handled? 04/2023, Article 14 provide a three-day adjustment period

(Learning Mode through the academic portal.
Adjustment)
Academic What is the standard processing Student Service SOP (SOP-  Verification is completed within a
Services time for student academic AKD-012, Page 5) maximum of two working days with
exemption document verification? automatic status notification.
Faculty What are the requirements for Faculty Operational Submit a recommendation letter from the
Administration adjusting lecturer workload Guidelines No. 08/2024, Head of Department along with an
allocation for priority research Section 3.2 approved workload redistribution matrix.
activities?
SOpP What are the steps for handling Digital Service Incident Perform temporary data synchronization,
Implementation mismatched internal administrative ~ Handling SOP (SOP-IT- record error logs, and conduct manual

logistics data? UNIMAL-009) verification by faculty administrators.

The decision assistance workflow is illustrated in Figure 4. The process begins with user query submission, followed by evidence retrieval
from institutional documents, grounded response generation, source attachment, human validation, and final decision support output.

Al-Assisted Decision Support Workflow

s C ~ s C ~ s : ~
O® User Query Q Evidence Retrieval D"( 2 Grounded Response
Acatemic / Aomin. Refuest = Semantic Search of Knowledge Base S LLM-Based Evidence Synthesis
. J . J . | J
f@ ™\ f@ ™ f@ N
Supporting Evidence O Human Validation Decision Support
Source Attribution & References m@ Expert Review & Verification Validated Institutional Action
. J \ J - J

Fig 4. Al-Assisted Decision Support Workflow
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The evaluation results demonstrate that the proposed framework was capable of supporting evidence-based decision-making by providing
relevant, traceable, and context-aware recommendations. The integration of source attribution enabled users to identify the institutional
references underlying each recommendation, improving transparency and facilitating verification before decisions were implemented. This
capability is particularly important in public-sector organizations, where administrative decisions require authoritative evidence,
transparent processes, and accountable information management practices [32][43].

The implementation of a human-in-the-loop mechanism further supported the reliability of the decision assistance process. Rather than
replacing institutional decision-makers, the system functioned as an intelligent information support tool that provided preliminary
recommendations based on retrieved evidence. Human validation remained necessary to incorporate organizational context, policy
priorities, and managerial judgment before final decisions were taken. This approach aligns with trustworthy Al principles emphasizing
transparency, human oversight, accountability, and responsible deployment of Al systems in organizational environments [43][46].

From a practical perspective, the proposed framework improved the accessibility and utilization of institutional knowledge by reducing the
effort required to locate relevant regulations, SOPs, and administrative guidelines. The ability to rapidly retrieve and synthesize institutional
information supports more consistent academic governance, improves administrative service efficiency, and strengthens organizational
knowledge management practices at Universitas Malikussaleh. These findings indicate that integrating semantic retrieval, grounded
generation, source attribution, and human validation provides a practical foundation for Al-supported institutional decision assistance.

5. Conclusion

This study developed and evaluated a domain-specific Retrieval-Augmented Generation (RAG) framework for institutional knowledge
management and Al-assisted decision support at Universitas Malikussaleh. The proposed framework successfully transformed
heterogeneous institutional documents into a structured semantic knowledge base and integrated retrieval mechanisms with grounded
language generation to provide reliable and traceable responses. The evaluation results demonstrated strong retrieval performance, high
factual accuracy, low hallucination rates, and effective source attribution, confirming the capability of the framework to improve access to
institutional knowledge and support evidence-based decision-making. The integration of human validation within the workflow further
emphasizes the role of Al as a decision-support mechanism rather than a replacement for institutional actors. These findings indicate that
RAG-based approaches provide a practical foundation for enhancing transparency, accountability, and knowledge utilization in public-
sector organizations. Future research may extend this framework through multi-institutional deployment, larger-scale user evaluation, and
integration with additional organizational knowledge sources to assess broader applicability.
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