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Abstract 

 

Meeting aggressive time-to-market and high-quality requirements for complex storage controller System-on-Chip (SoC) designs is an 

increasingly difficult task for the semiconductor industry. Verification consumes a significant portion of the design cycle in SoC design, 

with regression serving as the primary bottleneck that hinders time to market. Customary verification methodologies reactively locate high-

risk design areas after the fact, followed by costly debug iterations and lengthy validation runs. However, machine learning-based predictive 

analytics can be used to analyze the trends in past verification runs, thus enabling the identification of the areas most prone to regression 

before they occur. The framework uses gradient-increasing decision trees trained on a large corpus of coverage metrics, structural design 

features, patterns of modification, and temporal failure histories learned across generations of controllers. Signal extraction across 

heterogeneous sources, including regression databases, coverage repositories, design revision history, and bug tracking systems, is a key 

part of this process. Benchmarking of enterprise-quality NVMe controllers shows that the proposed approach considerably reduces 

regression detection time and verification time while achieving the same coverage effectiveness. The deployed approach is compatible 

with Universal Verification Methodology workflows, offering visual dashboards and automated test prioritization methods that 

complement human intuition, rather than simply automating them. Our cross-architecture transfer learning results positively affect the 

generalization of the models across architectures and help speed up knowledge transfer to other projects in the organization. Our empirical 

results help challenge the status quo of coverage-driven planning and show that risk-based prioritization can effectively address the 

increasing complexity of modern semiconductor design. 

 

Keywords: Predictive Analytics, Regression Risk Assessment, Storage Controller Verification, Machine Learning, Universal Verification 

Methodology. 

 

1. Introduction 

The increasing complexity of System-on-Chip (SoC) architectures has made hardware verification a critical and resource-intensive stage 

of electronic system development. Modern SoC verification spans the entire design life cycle and requires diverse verification platforms, 

tools, and methodologies to evaluate increasingly heterogeneous hardware components [1][2]. Automated verification and cross-layer 

analysis have consequently become important for improving the efficiency of identifying and localizing functional defects in complex SoC 

designs [3]. At the same time, predictive analytics and machine-learning techniques are increasingly being investigated for early fault 

diagnosis from complex and potentially incomplete data, providing opportunities for proactive rather than purely reactive system 

management [4]. These developments are particularly relevant to storage-controller architectures, where NVMe controllers integrate high-

performance data paths and hardware acceleration to support demanding storage workloads [5]. 

Within this context, regression testing is a critical activity because iterative design modifications require repeated verification to determine 

whether existing functionality remains valid and whether new faults have been introduced. Regression testing has therefore been 

extensively studied through test minimization, selection, and prioritization techniques intended to reduce redundant execution while 

preserving fault-detection capability [6][7]. The increasing scale of continuous-integration environments further intensifies this challenge 

because large test suites may need to be repeatedly executed following successive software or hardware changes, making test execution 

order important for early fault detection [8]. Historical execution information, previous failures, test costs, and other test characteristics 

can consequently provide valuable signals for determining which tests should receive greater priority [9][10]. Nevertheless, conventional 

regression workflows generally remain reactive, with potential risk often becoming evident only after regression tests have been executed 

and failures have been observed. 
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Several verification methodologies have been developed to manage the complexity of modern SoC validation. Coverage-driven and 

constrained-random verification provides systematic exploration of large design spaces and has been applied to complex SoC environments 

[11]. The Universal Verification Methodology (UVM) further supports reusable and standardized verification environments, while 

automation techniques have been investigated to reduce the effort associated with register-level test development and execution [12]. 

Assertion-based verification provides another complementary mechanism by specifying expected hardware behavior and supporting 

validation through simulation, formal analysis, and hybrid verification strategies [13]. Formal verification can additionally  provide 

exhaustive reasoning for explicitly specified properties and can be integrated with automated decision mechanisms for selecting suitable 

verification engines [14]. Although these approaches improve verification effectiveness, they primarily focus on test generation, execution, 

coverage, or property checking rather than directly estimating regression risk before execution. 

Machine learning has subsequently emerged as a promising complementary technology for automating and optimizing verification 

activities. ML-based approaches have been investigated for stimulus constraining, test generation, coverage improvement, bug detection, 

and bug localization within functional verification workflows [15]. Predictive-maintenance studies have similarly demonstrated that 

machine-learning models can extract spatial and temporal patterns from multivariate operational data to support early fault detection and 

proactive maintenance decisions [16][17]. In particular, CNN-LSTM architectures have been applied to SCADA data to identify time-

dependent degradation patterns and abnormal operating conditions, demonstrating the potential of combining spatial feature extraction 

with temporal modeling for predictive fault detection [17]. These developments provide a methodological basis for transforming historical 

and heterogeneous observations into predictive information that can support earlier decision-making. 

Machine learning has also been applied more specifically to regression and test prioritization. Predictive approaches have been investigated 

for RTL regression test selection to reduce unnecessary test execution while retaining useful fault-detection capability [18]. Neural-

network-based methods have further been explored for version-specific test-case prioritization, demonstrating the feasibility of learning 

relationships between historical test characteristics and fault-detection performance [19]. Cost- and value-aware prioritization approaches 

additionally indicate that effective regression management should consider both fault-detection benefits and the resources required to 

execute individual tests [20]. These studies establish a strong methodological foundation for predictive test management, but their primary 

focus remains test selection or ordering rather than direct estimation of overall regression risk. 

Despite these advances, existing approaches address different aspects of verification and do not, by themselves, provide an integrated 

mechanism for proactive regression-risk assessment. Conventional regression-testing research predominantly determines which tests 

should be selected or executed first, whereas hardware verification methodologies emphasize coverage, functional correctness, stimulus 

generation, and property checking [6][11][13]. Machine-learning-based verification research demonstrates the feasibility of exploiting 

verification data for automated decision-making, but existing applications are generally formulated around specific verification tasks rather 

than a unified representation of regression risk across heterogeneous design and verification information [15][21]. Recent continual-

learning approaches for VLSI regression testing have further highlighted the importance of historical test outcomes, design-level 

characteristics, signal information, and fault records when adapting verification strategies to evolving designs [22]. However, the systematic 

integration of structural design characteristics, coverage information, modification histories, regression outcomes, and temporal failure 

patterns into a unified pre-execution risk representation remains insufficiently explored. 

Regression prioritization research also demonstrates that historical information can be valuable for allocating limited verification resources. 

History-based approaches incorporate previous execution information and test characteristics to improve regression prioritization [9]. 

Reinforcement-learning methods have further investigated adaptive test prioritization in continuous-integration environments by learning 

from previous execution outcomes and dynamically adjusting test ordering [8]. These approaches demonstrate the value of historical and 

sequential information, but their primary objective remains test-case selection or prioritization. They therefore do not directly address the 

broader problem of estimating the probability or severity of regression risk associated with evolving design conditions before the regression 

suite is executed. 

The broader application of machine learning to electronic-design automation provides an additional methodological basis for predictive 

analytics in hardware development. ML-based techniques have been investigated across multiple computer-aided-design tasks, including 

prediction, optimization, and decision support [23]. Recent research on machine learning for software-assisted hardware design verification 

also indicates growing interest in applying ML to simulation-based and formal verification while highlighting challenges related to data 

representation, model generalization, and integration with existing verification flows [21]. These developments suggest that predictive 

regression-risk assessment can be positioned as an additional intelligence layer within established hardware verification environments 

rather than as a replacement for UVM, coverage-driven verification, formal verification, or conventional regression testing. 

Based on these limitations, a research gap remains in developing a proactive framework that transforms heterogeneous historical 

verification information into actionable regression-risk estimates before test execution. Such a framework should combine information 

describing design structure, verification coverage, modification history, previous regression behavior, and observed failures while 

maintaining compatibility with established SoC verification workflows. The objective is not merely to determine which test should be 

executed first, but to characterize regression risk at an earlier stage and use the resulting information to guide verification-resource 

allocation. This perspective shifts regression management from predominantly failure-driven analysis toward predictive and risk-aware 

verification. 

To address this gap, this study proposes a machine-learning-based predictive analytics framework for regression-risk assessment in storage-

controller SoC verification cycles. The framework integrates heterogeneous verification information, including regression results, coverage 

measurements, design revision histories, and bug records, to construct predictive features for regression-risk estimation. Gradient-boosting 

decision-tree models are employed to learn relationships between these features and observed regression outcomes. The resulting risk 

estimates are subsequently used to support proactive test prioritization and early identification of potentially high-risk design regions while 

remaining compatible with established UVM-based verification workflows. 

The primary contributions of this study are fourfold. First, it develops a unified feature-engineering pipeline that combines structural, 

coverage, temporal, and modification-related signals for regression-risk prediction. Second, it evaluates gradient-boosting models for 

learning relationships among heterogeneous verification features and regression outcomes within complex SoC verification workflows. 

Third, it investigates the generalization of the proposed framework across controller projects and verification configurations to assess its 

applicability beyond a single regression environment. Fourth, it provides practical mechanisms for integrating risk prediction and 

automated test prioritization into existing verification workflows, allowing predictive analytics to complement rather than replace 
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engineering judgment. Collectively, these contributions establish a systematic approach for shifting regression management from 

predominantly reactive testing toward proactive risk-based prioritization. 

Therefore, this study aims to experimentally evaluate the proposed predictive regression-risk assessment framework on enterprise-class 

NVMe controller projects and assess its practical integration within existing UVM-based verification workflows. The evaluation focuses 

on the ability of the framework to identify high-risk regression conditions before test execution, prioritize regression tests according to 

predicted risk, and improve verification efficiency while maintaining comparable coverage effectiveness. By complementing conventional 

reactive regression analysis with proactive risk-based prioritization, the proposed approach seeks to reduce unnecessary regression effort, 

accelerate identification of potentially problematic design regions, and support more efficient verification cycles for complex storage-

controller SoCs. 

2. Literature Review  

Despite the rapid development of machine learning across electronic design automation (EDA), the application of learning-based methods 

to hardware verification remains an active research area compared with more established applications in synthesis, placement, routing, and 

other design-optimization tasks [23][24]. The increasing complexity and size of digital designs have created a need for verification 

methodologies that can reduce engineering effort while improving the effectiveness of coverage exploration and defect detection [24][25]. 

Modern verification campaigns also generate large volumes of simulation traces, coverage measurements, test outcomes, and debugging 

information, creating opportunities to extract useful patterns that may not be readily captured by conventional rule-based verification 

strategies [15][26]. Early data-driven approaches demonstrated that verification data could be exploited to identify coverage gaps and guide 

subsequent test-generation and verification activities, establishing an important foundation for learning-based verification optimization 

[24][26]. These studies indicate that verification databases contain relationships among design characteristics, test behavior, coverage 

evolution, and defect occurrence that can potentially be exploited for predictive decision support. 

The use of classification and ensemble learning for predictive engineering tasks provides a further methodological basis for regression-risk 

assessment. Classification models have been extensively investigated for predicting software defects from high-dimensional project and 

code characteristics, demonstrating the feasibility of learning relationships between historical observations and future defect outcomes 

[27]. Tree-based ensemble methods such as random forests and gradient boosting are particularly attractive for engineering prediction 

problems because they can model nonlinear relationships and interactions among heterogeneous features without requiring strong 

assumptions about the underlying functional form [28][29]. These characteristics are relevant to verification datasets, where coverage 

metrics, historical regression outcomes, design modifications, test characteristics, and temporal indicators may exhibit complex 

interactions. However, predictive performance alone is insufficient when model outputs are intended to support engineering decisions, 

because verification practitioners need to understand the factors contributing to a predicted risk level. 

Interpretability is therefore an important consideration when deploying machine-learning models for engineering decision support. 

Explainable artificial intelligence research has emphasized the importance of transparent model interpretation, particularly when predictive 

outputs influence decisions that require human validation and domain expertise [30]. For tree-based models, SHAP-based explanations can 

provide both local and global interpretations of feature contributions, enabling engineers to examine which verification characteristics are 

associated with individual risk predictions and how those characteristics influence the model output [31]. Interpretable models can 

consequently provide a practical balance between predictive capability and human oversight, allowing verification engineers to assess 

whether learned relationships are consistent with domain knowledge rather than treating model predictions as unexplained outputs [32]. 

Although neural-network architectures can capture complex temporal dependencies across successive verification cycles, their 

comparatively opaque representations may make them less suitable when interpretability and traceable decision support are primary 

requirements [32]. 

Table 1: Formal Verification and Data Augmentation Techniques in Hardware Validation 

Verification Technique Coverage Mechanism Assertion Strategy Validation Scope 

Temporal property checking State space exploration Invariant specification Protocol compliance 

Incremental validation Refinement verification Coverage-driven metrics Design hierarchy levels 

Zero-shot adaptation Transfer learning Automated composition Cross-domain applicability 

Domain transformation Augmentation strategies Property preservation Stimulus diversity 

Abstraction refinement Hierarchical checking Layered assertions Multi-level correctness 

 

3. Methods 

Risk assessment methodologies employed in semiconductor verification use derived metrics, such as statement coverage, branch coverage, 

toggle coverage, assertion density, and impact analysis of design changes [33]. While valuable to verification planning, these methodologies 

may not fully capture multi-dimensional interaction effects and fine-grained historical context because conventional metrics do not learn 

directly from large verification data sets [34]. Recent work on ensemble learning methods has shown that combining multiple weak learners 

through aggregation can achieve better predictive performance and robustness than individual learners [35], which is particularly relevant 

in verification applications for which it is desired to make regression risk correspond to complex combinations of functional correctness 

constraints, timing constraints, and protocol specification compliance. Empirical studies have indicated that combining coverage-based 

information with machine learning predictions can provide additional defect-prediction capability by incorporating historical information 

on design error-proneness [34][37]. 

Feature engineering may be the most meaningful determinant of model performance when applying machine learning to verification [34]. 

Raw verification data must be post-processed considerably before it can provide useful predictive signals; as such, relevant features are 

multi-dimensional, involving intrinsic design characteristics such as module hierarchy, interface complexity, and structural characteristics 

relevant to verification difficulty [33]. For verification, metrics on test completeness, such as assertion coverage percentage, functional 

coverage bin hit counts, and constrained-random stimulus generation parameters, show the depth of design-space exploration [36]. 

Historical performance metrics, including cumulative bugs per design module, failure frequencies, and temporal failure patterns, provide 
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additional perspectives on how verification behavior evolves across successive cycles [37]. Change-related metrics such as code churn, the 

number of affected files, and the time between defect discovery can be employed by predictive models to identify periods when design 

changes are more likely to introduce defects [38]. 

Additional challenges arise when validating predictive models in verification environments, as temporal ordering and distributional shifts 

can easily invalidate these models [39]. Cross-validation should preserve the temporal ordering of verification loops and avoid data leakage, 

which occurs when predictive models access information that would not have been available at the time of prediction [39][40];  this is an 

unrealistic assumption for deployed predictive models that can only use data up to the time point corresponding to the prediction. Class 

imbalance in verification is another major problem, as the number of passing or low-risk observations can substantially outnumber high-

risk or failing observations, requiring techniques such as synthetic minority oversampling and specialized evaluation metrics other than 

accuracy [41][42]. The precision/recall tradeoff is a key operational parameter when the cost of a false positive in wasted verification time 

due to unnecessarily prioritizing low-risk tests differs from the cost of a false negative resulting from failure to identify high-risk design 

states [37][42]. 

 

Table 2: Automated Proof Assistance and Boolean Satisfiability Methods [5,6] 

Proof Engine Component Automation Level Hint Generation Strategy Complexity Management 

Boolean constraint solving Fully automated Structural decomposition Variable ordering heuristics 

Property verification Semi-automated Lemma suggestion Abstraction hierarchy 

Satisfiability checking Automated reasoning Clause learning Conflict-driven search 

Model synthesis Guided automation Counter-example analysis State space partitioning 

Equivalence checking Automated comparison Structural matching Compositional reasoning 

4. Result and Discussion 

4.1. Experimental Validation on Enterprise NVMe Controllers  

The proposed framework is evaluated against verification data collected from three generations of enterprise-class NVMe storage 

controllers developed for high-performance hyperscale data center environments. The next-generation storage controllers support both 

NVMe specification version requirements and proprietary extensions for advanced data-centric features such as full end-to-end data 

protection, telemetry streaming for predictive maintenance, multi-tenant namespace isolation, and security guarantees for shared 

workloads. The verification environments are built on industry-standard Universal Verification Methodology frameworks and include 

approximately 15,000 individual test cases, ranging from directed testing of target functional scenarios to extensively constrained-random 

testing to cover the enormous increase in the number of corner-case behaviors that can occur with concurrent feature interactions. 

These characteristics make the dataset broadly representative of the scale and complexity of research conducted by large semiconductor 

companies. The training set was constructed from eighteen months of continuous integration, build, and regression runs—approximately 

two million test runs across more than twelve hundred design revision checkpoints—as development teams iterated refinements and fixes. 

The features themselves number several hundred and are grouped along conceptual lines, based on information from various sources and 

levels of abstraction. Features measure the coverage of different aspects, such as functional coverage (coverage of the stimulus space), 

code coverage (coverage at different structural levels), and assertion monitoring statistics (temporal property checking). Structural and 

modification-related features reflect design organization and change patterns that previous research has shown can be strong predictors of 

defect-prone components. Historical performance features include temporal patterns from previous verification iterations in the form of 

defect hotspots, intermittent test instabilities indicating environmental sensitivities, and time to resolution as an approximation of debug 

effort. 

Overall, the classes of the verification datasets show the common class imbalance of verification datasets, with passing test runs dominating 

the number of failing test runs in nearly all project periods. The failure rate varies from less than one percent in periods of relatively low 

verification effort, in which the number of design changes is low, to several percent in periods of high development effort, in which major 

features are added and architectural refactoring occurs. The class imbalance just mentioned means that specialized strategies need to be 

adopted for model training and metric selection. For example, standard accuracy fails on problems where a naive classifier, which always 

predicts success, may have high accuracy and no practical benefit. For debugging, class imbalance solutions recommend combining 

oversampling of minority failures, using class-weighted loss functions, and employing evaluation metrics that are sensitive to class 

imbalance, such as precision-recall analysis and F-beta scores, which utilize tunable weights to prioritize the avoidance of false negatives 

and false positives in performance measurement. 

We used high-performance computing infrastructure, which allows a large amount of parallel computation and high memory, to allow 

models to train on the complete training set without subsampling, as that would potentially affect the performance and quality of the model. 

We chose Bayesian optimization of hyperparameters instead of computationally expensive grid search to explore the multi-dimensional 

parameter spaces of the neural networks. The final design was selected by balancing model complexity and the risk of overfitting, based 

on its performance and ability to converge within a reasonable budget, considering that the models would be retrained weekly with newly 

available verification data. When ranking the importance of features in the trained models, previous module-specific failure was the 

strongest predictor, confirming the observed pattern that defects are likely to persist in certain regions of design space. Code modification 

magnitude was also a strong predictor of defect likelihood, as larger code modifications result in higher defect likelihood, both in the direct 

introduction of new defects and in interaction with existing functionality. 

Precision-recall analysis is used to assess predictive performance in cases where false-positive and false-negative errors have different 

costs depending on the testing context of verification. Our operating point has a 75% recall, meaning we flag three out of four future failures 

but miss one out of four actual failures. For this recall, the precision of our model far exceeds that of the baselines we compared against, 

meaning tests predicted to be high-risk are far more likely to fail than tests chosen randomly. For module-level risk assessment, in which 

predictions are aggregated over all tests exercising some design blocks, our method returns almost all modules that would miss a two-week 

forecast window, while maintaining an acceptable false-positive rate in order not to overwhelm the verification team with false alerts. 
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These numerical results enhance the productivity of the design by directing limited verification resources to high-risk areas, instead of 

applying a harsh approach to the entire design. 

Lastly, ablation studies that focused on the contribution of different feature types to overall performance offered insights for further 

revisions of the framework and its application in more lightweight scenarios. In particular, removing temporal trend features related to 

time-varying failure statistics and coverage trajectories resulted in an important deterioration of recall performance, underlining the 

importance of temporal context beyond snapshot views to provide predictive signals about risk level change during verification campaigns. 

The removal of change-related features quantifying recent changes caused a large decline in performance. This study indicates that 

quantifying design turbulence is useful not only for detecting whether a low-risk region is stable but also for distinguishing it from recently 

modified faulty regions. However, the structural features quantifying intrinsic design complexity could be removed without causing a 

decline in performance. In the machine learning optimization literature, ablation analysis is noted to be useful for practitioners wishing to 

minimize implementation complexity while maintaining predictive capacity in real-world applications. 

Transfer learning experiments showed the excellent robustness of the controller verification models over controller generations, despite 

architectural and feature-based changes in the different generation designs. Models trained on previous-generation verification data were 

also able to achieve a large fraction of controller-specific model performance on next-generation designs without retraining, suggesting 

that the failure patterns learned by the models are transferable across different SoC architectures. This suggests that project start-up times 

on new product lines could be reduced by relying on organizational experience, without waiting for a long period to build up an adequate 

quality prediction. Transfer is also possible because how design complexity and change patterns impact defect rates is stable across 

domains, even though the actual subsystems might be implemented differently. 

 

Table 3: Test Pattern Generation and Assertion-Based Verification Evolution [7, 8] 

Generation Method Pattern Coverage Assertion Integration Industrial Adoption 

Boolean constraint Structural targets Formal property High-complexity designs 

Random stimulus Functional space Runtime monitoring Simulation-based flows 

Directed scenario Corner case Temporal sequence Protocol verification 

Hybrid approach Combined metrics Layered checking Enterprise systems 

Adaptive generation Dynamic feedback Coverage-driven Continuous integration 

4.2 Integration and Operational Deployment  

To deploy predictive analytics capabilities in UVM verification processes used in production, an architecture must be designed considering 

workflow interoperability, computing resource requirements, and human organizational change management issues that impact adoption 

by engineers. The architecture defines a decision support model to complement existing human verification intelligence, not replace it, and 

provides quantitative risk assessments that enable decisions regarding test prioritization, computational resource allocation, and project 

schedule management. According to Janick Bergeron, modern-day verification environments are tool ecosystems with infrastructure for 

setting up and executing tests, as well as collecting results, coverage data, and regressions. Therefore, predictive analytics must be 

incorporated within these tool ecosystems and should not replace any of the components within them, since they would be unreasonably 

resisted within organizations and jeopardize existing and proven workflows during critical project development cycles. The resulting 

operational architecture is illustrated in Figure 1. 

 

Fig 1. Operational Deployment Architecture of the Predictive Verification Framework 

 

The operational pipeline runs at fixed intervals after a major regression milestone, fetching the latest test results and coverage metrics and 

training the predictive models using online learning approaches. This enables the models to account for design and verification patterns as 

they change throughout the project's development lifecycle, from feature development to verification closure activities. As an example of 

online learning, the incremental update style is chosen from algorithms that can update a model based on recent observations while also 

allowing for the accumulation of longer-term statistics in exponentially weighted moving averages over sliding temporal windows. The 

problem of verification methodology for this approach is that the regression suites run continually in distributed computing environments, 

producing large sets of results that must be processed quickly without causing latencies for the design teams waiting for feedback. 
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Web dashboards can display risk scores at multiple levels of abstraction suitable for various planning efforts and decision makers within 

verification organizations. On larger projects, dashboards may display risk trajectory data of aggregate measures of stability over time for 

management to understand global verification status and progress toward tape-out. Module-specific risk heatmaps use visual encoding that 

assigns colors to risk score quintiles to help verification architects quickly recognize areas of the design that are in the most critical need 

of attention. Test-level prioritization rankings enumerate tests sorted by estimated failure probabilities and guide tactical decisions on the 

composition and ordering of regression suites. The goal is to focus on high-probability failure locations first. By integrating cleanly with 

existing regression management infrastructure via application programming interfaces, predictively identified and prioritized high-risk 

tests may be placed early in the continuous integration pipeline en route to fail-fast testing strategies that alleviate the often long feedback 

cycles resulting from execution of the full regression suite before failure. 

The pilot deployment demonstrates that the overhead of generating these predictions pales in comparison to the execution duration of the 

regression. Additionally, the extraction of features from test results and coverage data is not resource-intensive. It is completed in minutes 

on off-the-shelf servers, a tiny fraction of the hours taken for regression runs. The forecasting of risk scores across thousands of tests is 

rapid due to efficient tree traversal in a gradient-boosted model, and latencies measured in milliseconds are undetectable by human 

operators and can easily be absorbed into their existing tool execution streams. Periodic retraining of the model on all data is more 

computationally intensive and takes hours. However, the task is scheduled into planned maintenance windows, which means that it never 

affects critical-path verification workflows, even during the peak of the development effort. 

The verification team had initially adopted the staged rollout approach by using an extended observational deployment, where the team's 

predictions were made but not acted upon. Before the system was operational, this proved to be a useful way to validate accuracy. The 

large number of historic predictions from this shadow-mode run was compared against actual test results to establish a baseline level of 

system accuracy and to diagnose potential systematic bias. During an advisory deployment phase, predictions were made that verification 

engineers could choose to accept or modify, leveraging their expertise and knowledge of context not captured in the quantitative features. 

To enable post-hoc assessment of whether human judgment improved or degraded performance over pure model predictions, overrides 

were logged. In line with related ML deployment research, gradual adoption increases the chance of success by establishing trust in the 

model via observed value and enabling additional model iterations informed by real-world performance before full automation occurs. 

These predictions were then added to the regression composition logic, the application that decided which tests to run against which 

schedules. Manual overrides were still allowed for cases when experienced engineers decided the model had too little context specificity 

for the task at hand. Quantitative measures show that the long-term production deployments of this solution have improved verification 

efficiency and effectiveness across several dimensions. Average regression detection latency is shorter, and prioritizing high-risk tests 

provides earlier feedback to designers and minimizes the scheduled time impact of design bugs discovered later. We reduced the 

verification cycle time by selecting tests covering the same area as the larger test suite by focusing on high-risk tests. Low-risk tests with 

little marginal area coverage were run less frequently (biweekly, weekly, etc.) and had little impact on the verification cycle. Most notably, 

our tape-out quality metrics improved as silicon escape rates decreased, even under schedule compression pressures, indicating that risk-

based prioritization enhances verification thoroughness instead of merely reallocating limited verification resources without increasing 

overall efficiency. 

4.3. Discussion 
The experimental results demonstrate that predictive regression-risk assessment can extend conventional verification practices by 

integrating coverage information, historical failure behavior, and design-change characteristics into a unified predictive framework. The 

strong contribution of previous module-specific failures indicates that historical verification behavior contains useful information for 

estimating subsequent regression risk, consistent with previous research on data-driven defect prediction [34]. The strong contribution of 

code modification magnitude further indicates that regression risk is associated with design turbulence between verification cycles, 

supporting previous findings that code churn and related change measures can provide useful information for defect prediction [38]. These 

findings suggest that regression risk is influenced not only by the intrinsic characteristics of a design but also by its recent verification and 

modification history. 

The observed class imbalance further highlights the importance of appropriate model training and evaluation strategies. Because passing 

test runs substantially outnumber failing runs, conventional accuracy may provide an incomplete representation of predictive usefulness, 

particularly when the objective is to identify relatively rare high-risk regression conditions [42]. The use of imbalance-aware approaches 

and precision-recall analysis is therefore appropriate for the proposed framework [41][42]. The selected operating point achieved 75% 

recall, meaning that three out of four future failures were identified, while the higher precision compared with the evaluated baselines 

indicates that tests classified as high-risk contained a greater concentration of actual failures. This result demonstrates the practical value 

of risk-based prioritization for directing limited verification resources toward tests with higher expected failure probability. 

The ablation results further demonstrate the importance of temporal and change-related information in regression-risk prediction. 

Removing temporal trend features associated with failure statistics and coverage trajectories produced a substantial deterioration in recall, 

indicating that snapshot-based verification information does not fully represent the evolution of regression risk. This finding is consistent 

with the importance of preserving temporal structure when predictive models are developed and evaluated using sequential observations 

[39]. Similarly, the decline following removal of change-related features supports the relevance of design turbulence for defect-risk 

prediction [38]. In contrast, the limited contribution of intrinsic structural features suggests that historical failure behavior and recent 

modifications may provide more direct information about short-term regression risk within the evaluated controller environment. The 

transfer-learning results additionally indicate that these learned patterns retain a degree of robustness across controller generations, although 

such transferability should remain limited to designs and verification environments with sufficiently comparable characteristics [23]. 

The deployment results demonstrate that predictive analytics can be integrated into existing UVM verification workflows as a decision-

support layer rather than a replacement for established verification practices. Coverage metrics remain important for assessing verification 

completeness [33], while constrained-random approaches continue to support exploration of complex functional spaces [36]. The proposed 

framework complements these processes by transforming accumulated verification results, temporal behavior, and design-change 

information into quantitative risk estimates that can support test prioritization and resource allocation [15][24]. The staged deployment 

through shadow and advisory modes also allows engineers to evaluate predictions and retain manual overrides, supporting gradual adoption 

of predictive decision-support systems. Overall, the results indicate that combining predictive analytics with established verification 
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infrastructure can improve the efficiency of regression prioritization while preserving human verification expertise and existing engineering 

workflows. 

5. Conclusion  

The proposed predictive analytics framework provides a data-driven approach for regression-risk assessment and test prioritization in 

enterprise NVMe controller SoC verification. The main novelty is the integration of historical verification behavior, temporal trends, 

coverage information, and design-change characteristics into an interpretable predictive model that operates within existing UVM-based 

verification workflows. Experimental validation across three generations of enterprise-class NVMe controllers demonstrated that previous 

module-specific failures and code modification magnitude were among the strongest predictors of future regression failures, while ablation 

results confirmed the importance of temporal and change-related features. The framework achieved a 75% recall operating point, 

identifying three out of four future failures while maintaining substantially higher precision than the evaluated baselines, enabling 

verification resources to be directed toward higher-risk tests and modules. The deployment results further demonstrated that prediction and 

feature-extraction overheads were small relative to regression execution time, while risk-based prioritization reduced regression detection 

latency and overall verification cycle time. Transfer-learning experiments also showed that a substantial portion of the learned failure 

patterns remained useful across controller generations without retraining, indicating the potential for reusing accumulated verification 

knowledge. Overall, the results demonstrate that predictive analytics can complement established coverage-driven and regression-based 

verification practices by transforming historical verification data into actionable risk estimates, providing a practical foundation for more 

efficient and evidence-based verification planning in large-scale semiconductor development. 
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