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Abstract

Safety-critical software systems in the automotive, aerospace, and industrial sectors have grown to millions of lines of source code, making
traditional approaches to software documentation, architecture comprehension, and knowledge transfer increasingly impractical. As
continuous integration and rapid release cycles accelerate software evolution, organizations face persistent challenges related to technical
drift, loss of domain expertise, fragmented architectural knowledge, and the dependence on a small number of senior developers.
Conventional code discovery techniques based on lexical or keyword searches provide limited support because they identify only literal
text rather than the underlying functional semantics of software artifacts. This paper proposes the Dynamic Code Wiki, an intelligent
software knowledge architecture that automatically transforms large codebases into continuously evolving, semantically searchable
knowledge repositories. The proposed framework integrates Abstract Syntax Tree (AST) parsing, vector-based semantic embeddings,
retrieval-augmented generation (RAG), and automated knowledge graph construction to generate structured documentation directly from
source code and development artifacts. The architecture further strengthens compliance with functional safety standards by automatically
linking software requirements to implementation components and performing call-graph analysis to identify subsystems affected by code
modifications. In addition, engineering knowledge embedded within commit messages, code review discussions, defect reports, and
software evolution history is preserved as a permanent, searchable organizational knowledge graph independent of individual developers.
By combining semantic code understanding with automated documentation and traceability, the proposed framework significantly
improves software maintainability, architectural transparency, impact analysis, and long-term knowledge preservation. The Dynamic Code
Wiki provides a scalable engineering solution for modern safety-critical software development, enabling organizations to reduce knowledge
loss, accelerate developer onboarding, strengthen regulatory compliance, and support continuous software evolution without relying solely
on manually maintained documentation or the institutional memory of experienced engineers.

Keywords: Knowledge Graph Architecture, Retrieval-Augmented Generation, Semantic Code Search, Functional Safety Compliance,
Institutional Knowledge Preservation.

1. Introduction

The quantity of information within safety-critical systems has outstripped the ability of customary knowledge management processes to
cope [1]. Embedded software is responsible for actuation, real-time control, and power management within safety-critical systems, with
life spans expected to be well over a decade [2]. As Ebert and Jones have noted, embedded software complexity had already exceeded the
documentation and knowledge transfer limits of organizations well before the latest generation of software-defined platforms [3]. These
issues are not simply an inconvenience to a developer. When the engineers building the system and having knowledge of the architecture
leave or are assigned to work on other projects, there is no documented rationale for the design decisions the engineers who maintain or
extend the program have to follow[4].

The most important issue is that of time: the codebase changes continuously with every new build and prerequisite included via continuous
integration [S]While the documentation is updated sporadically (only when the change is important) toward a new release, this leads to a
growing divergence between the codebase and its documentation. When engineers cannot trust the documentation, they typically read the
code directly and pass knowledge to new hires informally. This can result in knowledge being concentrated among engineers who have
been working on the project the longest, making it harder to onboard new contributors. To assess the barriers faced by contributors making
their first successful code contribution, Steinmacher et al. developed a multi-source qualitative study using interviews, questionnaires, and
students' contributions to 14 open-source projects. The authors found insufficient or nonexistent documentation to be one of the major
structural barriers. The barriers identified in the interviews to making an initial successful contribution included difficulty in finding
suitable code to work on [6], undocumented architectural decisions, and lack of familiarity with project conventions and terminology.
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These barriers were common across all user types and thus systemic in nature. These are failures to encode and surface the knowledge
contained in the codebase, its history, and the community that maintains it [7].

This work treats the divergence between codebase evolution and documentation fidelity as a tractable engineering problem rather than an
organizational inevitability [8]. We propose a semantic, generative architecture, the Dynamic Code Wiki, which enables the continuous
derivation of a structured knowledge of the code, with the possibility of querying and accessing this knowledge through natural language.
This architecture would allow abandoning the write-once, update-later documentation model in favor of a generate-on-demand knowledge
model of the repository's state at any time in the software development life cycle. The following sections describe the limitations of existing
tooling, the proposed architecture in detail, and implications for functional safety compliance and institutional memory[9].

2. Literature Review

Code discovery in professional software development environments relies predominantly on lexical search, a mode of retrieval that operates
through pattern matching against raw string tokens [10]. Since most command-line tools and IDEs search for surface string tokens rather
than the program's semantics, the results they return are heavily dependent on how well the vocabulary of the developer's query matches
the names of the identifiers used in the code.

2.1. The Vocabulary Mismatch Problem

This cannot be assumed in large, long-lived codebases that evolve from team to team and version to version. Bajracharya et al. termed this
the vocabulary mismatch problem in their analysis of structure-based retrieval systems [11]. The search may return no results at all if the
search engine that implemented the matching function selected a different vocabulary from the one that the user's query uses, even though
the user's query and the implementation are conceptually similar. The implementation may be present, correct, well-structured, and hidden
from the developer. In the case of safety-critical systems, for example, the developer may be unable to find a protective mechanism and
implement one that accidentally violates the solution. This can cause erratic program behavior when predictable behavior is a precondition
for compliance.

2.2. Context Blindness and Architectural Opacity

DeLine and Rowan demonstrated that the flat, position-agnostic results returned by conventional search tools fail to communicate the
architectural importance of any given result [12]. The function definition, a call site, and an inline comment are all displayed in a keyword
search result list with the same representation, meaning that neither structural nor historical importance nor depth of dependencies is
prioritized. This means that the developer has to reconstruct the relevance from a list of paths, which does not scale well with a large
codebase , and is not reliable if the developer is not already familiar with the system under analysis. On a related note, Shepherd et al.
showed that it is impossible to recover natural language concepts found in the behavior of a program through token matching [13]. This is
because high-level functional concerns span multiple files, functions, and abstraction levels. When developers look for a later behavioral
property, they can only find tokens that use the same vocabulary. This remains true even if the implementation is many tokens long. Thus,
in the lexical dimension, a structural gap exists between the questions developers want to ask and the answers that lexical tooling can
provide.

2.3. Knowledge Concentration and Structural Fragility

The social dimension of the documentation problem compounds its technical form. In a systematic mapping study of software development
practices in a large number of software projects, Cosentino et al. find that knowledge concentration in individual contributors and the
absence of documentation pathways lead to systemic software fragility: if knowledge is unevenly distributed and if documentation
pathways are not established, then when a single individual leaves, subsystems become opaque for everyone else. For safety-critical
applications, where the behavior of subsystems must be verifiable and traceable, architectural opacity is a compliance and regression risk.
The combination of architectural opacity, vocabulary mismatch, and knowledge concentration highlights the problem domain that the
proposed product architecture is trying to address [14].

Table 1. Limitations of Lexical Search and Static Indexing [11][12][15]
Dimension Observation Implication
Relies on token matching rather than semantic Fails to retrieve relevant code when
understanding terminology differs
Queries using high-level concepts do not match
implementation identifiers

Search mechanism

Vocabulary mismatch Reduces discoverability of functionality

Result structure Flat and position-agnostic search results Developers must manually infer relevance

Architectural context ~ No distinction between definitions, calls, and comments Loss of structural understanding

K‘noyvlec.ige Critical knowledge is concentrated in individuals Irllcreased system fragility and onboarding

distribution difficulty

Documentation gaps Inadequate documentation blocks contributor participation Slows development and reduces collaboration
3. Methods

The Dynamic Code Wiki is built from a pipeline that ingests and generates raw artifacts as a large-scale semantic knowledge graph of
continuously updated information from three independent data sources, which are then exposed to external applications through a retrieval-
augmented generative interface. Thus, beyond routing, the purpose of these layers is to preserve both the structural and contextual
properties of the source instead of creating a flat index.
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3.1. Data Ingestion: Three Source Pillars

Code is analyzed by parsers that build language-specific abstract syntax trees, exposing the code's hierarchical structure as a traversable
graph of modules, classes, and functions. Using code's structural and relational properties rather than on-the-surface tokens leads to better
code intelligence applications. Structural modeling also leads to a meaningful increase in the performance of code completion above a
token-only baseline [16]. Version history metadata is gathered from commit messages and pull request comments, thus documenting the
causal human reasoning behind decisions, e.g., why a timing constraint was introduced, why a guard condition checks a specific condition,
or the tradeoff discussed in a pull request comment. Defect reports mined from issue trackers are also associated with code modules
impacted in their respective subsystems, providing a historical account of failure modes [17]. These defects were grouped in terms of three
pillars: what code does, why code is written this way, and where code has failed before.

3.2. Vector Embeddings and Semantic Retrieval

The three ingested sources are thus unified using vector embeddings or code representations that map code snippets, commit messages,
and documentation snippets into embedding spaces such that semantic neighborhood and conceptual closeness are perfectly aligned [18].
Feng et al. introduced CodeBERT, a bimodal pre-trained model designed with over 2 million natural language-code pairs written in 6
programming languages and shown to achieve a mean reciprocal rank of 0.7603 on the CodeSearchNet natural language code search
benchmark dataset, outperforming all previously proposed techniques, including RoBERTa and default joint embedding baselines [19].
Thus, a natural language query that refers to a high-level functional concept can retrieve its semantically relevant implementation in the
learned representation space, without any vocabulary overlap between the query and the code identifiers, thereby resolving the vocabulary
mismatch problem that makes lexical search ineffective in heterogeneous codebases.

3.3. The Retrieval-Augmented Generation Engine

In response to a user's natural language question, the top K code artifacts in the codebase that are most semantically similar to the input
query are first identified using a retrieval step on a vector index [20]. These artifacts and the user's natural-language question are provided
to a large language model with a system prompt. As shown in the RAG framework proposed by Lewis et al., retrieval-augmented generation
outperformed purely parametric knowledge, achieving scores of 44.5 and 45.2 on the Natural Questions and WebQuestions datasets,
respectively, using RAG-Sequence. It allows the model to produce the correct answer when the answer is not a substring of any document;
this is known as extractiveness or non-extractiveness, depending on whether the answer is or is not a substring. In these cases, purely
extractive models would score 0. In this way, every claim made in an answer can be traced back to a single line of source code, and
engineers can check them against the current state of the repository. The architecture thus produces generative, grounded documentation:
it explains the architecture's behavior and is auditable at the code level. [21].

Table 2. Dynamic Code Wiki Architecture Components [16][19][22]

Component Function Underlying Technique
Code parsing Extracts structural relationships from source code ~ Abstract Syntax Trees
Version history ingestion ~ Captures rationale behind changes Commit logs and pull requests
Defect linkage Associates bugs with affected modules Issue tracking integration
Semantic representation Converts code and text into embeddings Code-language models
Retrieval mechanism Identifies relevant artifacts for a query Vector similarity search
Response generation Produces contextual explanations Retrieval-augmented generation
Verification layer Links outputs to source code lines Traceable grounding

4. Result and Discussion

In safety-critical software development, functional safety standards require that every safety-related implementation artifact must be traced
to a formal requirement that must also be annotated with the applicable integrity level [23]. For automotive software development,
traceability shall extend from the system-level hazard identification process through software implementation and software verification.
Manual maintenance of this traceability relationship is one of the most manpower-intensive activities in compliant software. Still, in
domains where this can cause real-world effects, this incomplete coverage comes at a cost.

4.1. Hazard Analysis and Requirement Traceability

Chen et al. have confirmed that systematic hazard analysis and risk assessment methods for road vehicle software need to be integrated
into the development process so that safety requirements are reflected in implementation artifacts [24]. The architecture proposed in this
work allows for the linking of requirements documents with source code via automated semantic means. The requirements are ingested
alongside the codebase. Proximity searches in the shared vector space return the most likely implementation candidates for each
requirement. If there is no clear path from an implementation to a requirement, it is flagged as unverified logic, a coverage gap that manual
processes cannot consistently identify in sufficiently large codebases. It is not intended to replace human oversight or safety review, but
rather to ensure that those activities are based on comprehensive, systematic knowledge of the codebase rather than on personal experience.

4.2. Automated Change Impact Analysis

The architecture also supports traceability for change impact analysis. Borg et al. found that change impact analyses are common and time-
consuming in safety-critical industrial practice. In an empirical study of engineers from a safety-critical software organization, Borg et al.
report that engineers estimate they perform one change impact analysis per week and that the time required to perform a single analysis
varies from 30 minutes to two days, depending upon the complexity of the affected software components and the level of detail available
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in the associated documentation [25]. Senior engineers say that analysis accounts for only 10% of the work to resolve an issue. Average
problem analysis time can reach 4 hours, and the most complex issues can take months for junior developers on subsystems with poor
documentation.

To avoid the estimated effort of manually computing all these references, when a change to a safety-critical subsystem is proposed, the call
graph is automatically traversed to determine all subsystems that call the modified subsystem directly or indirectly through other
subsystems, thereby identifying every calling subsystem. An alert is then generated that includes information about the threatened modules
affected, regression testing that would be performed, and defect history. Wu et al. [26] show that having data sources defined with an
explicit semantic model and automatically linked yields verifiable provenance chains for audit and compliance. The same property applies
in the software change management domain with the proposed architecture.

Table 3. Automated Traceability and Impact Analysis [24][26][25]
Traditional Approach

Aspect Automated Approach

Requirement traceability Manual linking between requirements and code ~ Semantic similarity-based linking

Coverage validation Periodic manual audits Continuous detection of unlinked code

Change impact analysis frequency ~ Approximately one per week Continuous automated analysis

Time per analysis 30 minutes to 2 days Reduced through automated traversal

Effort proportion Around 10 percent of the issue resolution time Reduced manual effort

Dependency identification Manual call graph tracing Automated call graph analysis

Compliance support Documentation-heavy audits Real-time traceability validation

4.3. Knowledge Democratization and Institutional Memory

Onboarding new engineers into large monolithic codebases is a common pain point for software engineering teams [27]. In the case of
safety-critical software, there is an onboarding cost associated with comprehending the behavior of subsystems before they can reasonably
be modified without introducing bugs; the onboarding cost is a safety issue if misunderstanding an existing protection system can lead to
that protection mechanism being disabled or redundantly replicated, compromising system safety.

4.3.1. Reducing Onboarding Friction

For example, Begel & Simon, studying computer science graduates who became professional software developers, found that new
developers found it hard to understand existing codebases, to use unfamiliar toolchains, or to find code related to a task [28]. This may be
a more broadly pervasive problem, not limited to technical inexperience. New developers often note that the architectural knowledge is not
encoded in any accessible form, nor documented or documented poorly [29]. Developers then rely on oral knowledge transfer from senior
developers through face-to-face conversations that, in practice, are not guaranteed to be available or consistent. These methods of
knowledge transfer are not practical in high-turnover environments or teams distributed remotely.

The approach described leverages a semantic query interface such that, given a natural language question asking what a given piece of
code does, it provides a code-facing explanation that is architecturally consistent and does not require the involvement of a senior engineer
nor requires humans to read and reason through an important quantity of code to obtain a subtle response. Therefore, new engineers can
find out where relevant code is, why it was implemented the way it was, and what the defect history of a module was using a single query
interface rather than reading code, searching documents, or asking colleagues.

4.3.2. Institutional Memory Preservation

Onboarding aside, the best-practice architecture addresses the structural problem faced by all software organizations with workforce churn.
When a senior engineer leaves a software project, all of their architectural reasoning, expressed in the comments on commits and reviews
and in the code itself, is perdurable in the repository but is increasingly inaccessible without their contextual knowledge. Over time,
however, the context that motivated the critical implementation decisions is lost, and later engineers may modify code without
understanding the constraints under which it was created.

Di Rocco et al. evaluate the CROSSMINER recommendation system, which provides developers with guidance on querying a project
knowledge base. They find that project history, commit data, and code structure yield useful recommendations when developers encounter
a new codebase [30]. The Dynamic Code Wiki builds on these results by automatically synthesizing answers that include the commit
rationale, the code's defect history, and contextual architectural information, all in a single answer. Rather than serving as an archive, this
approach keeps the reasoning of the outgoing engineers alive at the level of the knowledge graph and surfaces when questions are otherwise
directed at the engineer who wrote the code. This has the effect of institutionalizing knowledge by moving it from individual people's
minds to the project record as a queryable object.

Table 4. Knowledge Democratization and Onboarding Efficiency [28][30]

Challenge

Traditional Scenario

Al-Driven Solution

Onboarding difficulty
Knowledge access
Learning curve
Knowledge retention
Documentation usability

Developer productivity

Requires extensive manual code exploration
Dependent on senior developers

High cognitive load for new developers
Lost with contributor turnover

Static and often outdated

Slowed by search and comprehension barriers

Natural language query interface
Self-service semantic querying
Contextual explanations from code
Persistent indexing of historical data
Dynamically generated explanations

Accelerated through relevant recommendations
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4.4. Performance Analysis: Validation Against Published Benchmarks

The efficacy of the Dynamic Code Wiki architecture is assessed through a structured evaluation anchored in published empirical results
[31]. Rather than reporting standalone experimental values, this section situates the architecture's core retrieval and traceability capabilities
within the established performance landscape of the constituent techniques, providing defensible quantitative grounding for each design
claim.

4.4.1. Retrieval Accuracy: Semantic Search Versus Lexical Baselines

The retrieval layer of the architecture relies on CodeBERT embeddings and vector similarity search to resolve natural language queries
against a codebase. The vocabulary mismatch problem, identified in Section 2, predicts that token-matching tools will fail specifically on
conceptual and architectural queries where the developer's vocabulary diverges from implementation identifiers. Published benchmarks
confirm this pattern quantitatively.

Feng et al. report that CodeBERT achieves a Mean Reciprocal Rank of 0.7603 on the CodeSearchNet natural-language code search
benchmark, outperforming all prior baselines, including RoOBERTa and joint embedding approaches. The performance differential between
lexical and semantic retrieval is most pronounced on queries that reference system behavior rather than identifier tokens. Gu et al.
demonstrate this directly in repository-level code search: a BM25 lexical baseline achieves an MRR of 0.227 and a Precision@1 of 0.139
when queries are matched against commit message tokens, while a full pipeline combining BM25 initial retrieval with CodeBERT -based
neural reranking raises MRR to 0.434 and Precision@] to 0.299 — representing a 91 percent improvement in MRR over the lexical
baseline. [32]. Recall@10, which governs the probability that a relevant file surfaces within the first page of results, improves from 0.265
under BM25 to 0.470 under the semantic pipeline. These results were produced across seven heterogeneous open-source repositories,
providing cross-domain validity for the retrieval advantage claimed by the Dynamic Code Wiki architecture.

Within the Dynamic Code Wiki, this retrieval differential translates to material differences across three query categories: exact-match
queries, where identifier vocabulary is known and both lexical and semantic approaches perform comparably; conceptual queries, where
semantic retrieval captures functional intent without vocabulary overlap; and architectural queries, where AST structure and call graph
context are required to surface relevant modules. The documented improvement of greater than 90 percent in MRR between BM25 and
CodeBERT-based neural reranking on repository-level search [32] provides a citable basis for the architecture's claim that semantic
indexing resolves the vocabulary mismatch problem that renders lexical tooling ineffective in large, long-lived codebases.

4.4.2. Change Impact Analysis: Effort Reduction Through Automated Traversal

Borg et al. report that engineers in safety-critical industrial practice perform approximately 1 change impact analysis per week, with
individual analysis time ranging from 30 minutes to 2 days, depending on subsystem complexity and documentation quality. Across a
distributed development organization of 14 engineers, the total CIA effort was estimated at 50-100 hours per engineer per year. Senior
engineers on well-documented subsystems completed analyses in under one hour; junior engineers on poorly documented subsystems
required substantially longer, with the most complex cases extending across multiple days. The respondents consistently identified
insufficient tool support and the absence of automated dependency tracing as the primary contributors to analysis duration.

The automated call graph traversal component of the Dynamic Code Wiki directly targets this effort profile. When a change is proposed to
a safety-critical module, the architecture traverses all direct and indirect call relationships automatically, cross-references affected modules
against the requirement traceability index, and retrieves associated defect history — producing a consolidated impact report without manual
search. The viability of semantic retrieval over heterogeneous software artifacts as a foundation for this kind of automated analysis is
supported by Bagar et al., who demonstrate that a RAG framework embedding historical JIRA tickets, developer comments, and GitHub
pull request metadata achieves a Recall@5 of 82 percent and Recall@10 of 91 percent when retrieving semantically similar past cases,
with an MRR of 0.78 [33]. Applied to the CIA problem domain, these retrieval characteristics mean that relevant prior defect reports,
requirement links, and affected module records are surfaced within the first five results with high reliability, reducing the manual
investigation phase from hours of iterative document and code search to a single structured query. The architecture does not eliminate the
requirement for human safety review. Still, it ensures that review activities are conducted against complete and current dependency and
traceability data, rather than whatever a developer could recover through manual searches within the time available.

4.4.3. Institutional Memory and Onboarding Support

The onboarding impact of the architecture derives from its integration of three historically separate knowledge sources — structural code
representation, version history rationale, and defect records — into a single queryable corpus. Begel and Simon identify understanding
existing codebases, navigating unfamiliar toolchains, and locating task-relevant code as the primary productivity barriers for new
professional developers. These barriers persist independently of technical skill level. These arise not from a lack of information but from
its inaccessibility, distributed across code, commit messages, and the institutional memory of senior engineers.

The RAG pipeline's ability to synthesize grounded, source-traceable answers from heterogeneous artifacts directly addresses this
inaccessibility. Bagar et al. confirm that a RAG framework operating over linked JIRA and GitHub data yields a human acceptance rate of
68 percent — meaning developers directly adopted or made only light edits to Al-generated resolution suggestions — and a self-reported
developer productivity uplift of 32 percent, primarily attributed to the elimination of repetitive manual triaging work. Average resolution
time in that deployment decreased from 18.5 hours to 10.2 hours, a 45% reduction. These outcomes were produced in an environment
where knowledge was previously fragmented across disconnected artifact stores, a structural condition analogous to the conditions the
Dynamic Code Wiki is designed to address. Di Rocco et al. further validate that project history, commit data, and code structure yield
useful recommendations when developers encounter unfamiliar codebases, supporting the architecture's design choice to index version
history as a first-class knowledge source alongside the codebase itself. These findings collectively support the claim that the Dynamic Code
Wiki reduces onboarding friction by making the reasoning behind implementation decisions queryable when needed, rather than dependent
on the engineer who authored them.
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5. Conclusion

Increasing software complexity, velocity, and contributor churn have exposed problems with conventional methods for capturing,
maintaining, and transferring technical knowledge throughout the software lifecycle in safety-critical software systems. Static
documentation decays whenever the software state deviates from the version on which it is based. Lexical search tooling also cannot
capture the semantic relationships that provide architectural meaning to implementation decisions. So the Dynamic Code Wiki architecture
synthesizes a codebase, its version history, and its defect records. The retrieval-augmented generative pipeline with pre-trained code-
language embeddings makes this semantic corpus continuously indexable and queryable. Requirement-to-implementation traces and
requirement-to-implementation change-impact analysis are achieved via semantic-proximity mapping and call-graph traversal at the point
of change, rather than through manual annotations. This reduces onboarding friction for new engineers, who can now develop and query
code-backed architectural documentation in natural language. In addition, it also preserves the reasoning that would be lost when engineers
leave. The architecture captures the documentation as part of the codebase, rather than as a separate, human-written artifact. As a result,
documentation becomes reliable, traceable, and, above all, available throughout the entire operational life cycle of safety-critical software
systems.
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