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Abstract

This study analyzes sentiment in customer reviews of local skincare serum products on the Tokopedia e-commerce platform using a fine-
tuned IndoBERT model enhanced with data augmentation techniques. A total of 5,000 reviews were collected from ten local skincare
brands through web scraping and labeled according to star ratings into three sentiment classes: Positive, Neutral, and Negative. The dataset
exhibited extreme class imbalance, with the Positive class representing 94.66% of all observations, creating substantial challenges for
minority-class recognition. The data were divided through stratified sampling into 70% training, 15% validation, and 15% test sets to
preserve class distributions. To mitigate imbalance, back-translation from Indonesian to English and back to Indonesian, together with
synonym replacement, was applied exclusively to minority classes within the training set. The IndoBERT -base-p1 model was subsequently
fine-tuned using focal loss combined with class weighting and compared against a baseline model trained without augmentation.
Experimental results show that the proposed model achieved 94.40% accuracy, a Macro F1-score of 61.43%, and a Weighted F1-score of
95.14%. Although the baseline model obtained higher overall accuracy of 97.47%, it completely failed to identify the Neutral class,
producing an F1-score of 0.00%. In contrast, the proposed approach increased the Neutral F1-score to 23.53% and improved the Macro
F1-score by 2.30 percentage points, demonstrating more balanced performance across sentiment classes. The resulting model was deployed
as SerumSense, a web-based application developed using Streamlit and SQLite, supporting both single-review and batch sentiment analysis.
Black-box testing across 20 functional scenarios confirmed that all application features operated successfully as intended. These findings
demonstrate that combining IndoBERT fine-tuning, targeted data augmentation, focal loss, and class weighting offers a practical approach
for improving minority-class recognition in highly imbalanced Indonesian e-commerce review datasets.
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1. Introduction

The growth of information and communication technology has reshaped the way people shop. Electronic commerce (e-commerce) has
become an essential part of Indonesia’s economic activity, and platforms such as Tokopedia, Shopee, and Bukalapak are no longer merely
transaction venues but also spaces where buyers and sellers interact through product review features [1],[2]. In the beauty sector, reviews
play a crucial role in purchase decisions, particularly for facial-care products such as serums that require a high degree of consumer trust.
Indonesia’s beauty industry is currently marked by the emergence of local brands capable of competing with international products. Brands
such as Somethinc, Skintific, Avoskin, and MS Glow have gained considerable popularity among Indonesian consumers [3]. Among the
various product categories, facial serums are among the most sought after, driven by growing demand for effective yet affordable skincare
solutions [4].

Because the effectiveness of a serum strongly depends on individual skin compatibility, prospective buyers typically consult the
experiences of previous users through reviews before making a purchase [1]. This study therefore uses review data from ten well-known
local serum brands on Tokopedia as the object of sentiment analysis. Brand selection was based on product popularity and the availability
of a sufficient number of reviews, so that the resulting dataset reflects consumer sentiment patterns toward local serum products in a
comprehensive manner.

However, the very large number of reviews on e-commerce platforms creates a practical challenge. On one hand, consumers find it difficult
to grasp the overall sentiment from hundreds or thousands of reviews for a single product. On the other hand, sellers require an efficient
way to analyze consumer feedback as a whole to support strategic decision-making [5]. In this situation, sentiment analysis becomes an
appropriate solution for automatically classifying consumer opinions into positive, neutral, or negative categories, supported by pre-trained
Transformer-based models that have proven effective for Indonesian-language sentiment analysis [6],[7].
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A major obstacle in building an Indonesian-language sentiment analysis system is the limited availability of high-quality, well-labeled
datasets. Manual labeling is time-consuming and costly, particularly in a specific domain such as skincare product reviews, which contain
distinctive terminology, so an automatic classification approach capable of understanding Indonesian context is required [7]. In addition,
reviews from Indonesian consumers frequently use informal language, abbreviated words, typographical errors, and emojis that further
complicate computational analysis [8]. These conditions indicate the need for a more efficient approach when working with a limited
training dataset.

To address this problem, this study employs data augmentation techniques to artificially enrich the training dataset without the time and
cost of collecting additional data. Methods such as back-translation and synonym replacement have proven effective in improving the
performance of sentiment analysis models, particularly under aspect-based sentiment analysis approaches and limited-data conditions
[91,[10]. This approach helps the model learn from a wider variety of data representations, which is expected to improve its ability to handle
previously unseen data.

To overcome this limitation, this study uses the IndoBERT model, a model pre-trained on a large-scale Indonesian text corpus. IndoBERT
was selected because it is built specifically for the Indonesian language, making it more suitable for understanding consumer reviews
written in Indonesian. The IndoBERT model is then re-adjusted (fine-tuned) using local skincare serum review data so that it can recognize
patterns of positive, neutral, and negative sentiment within a limited amount of review data.

Unlike previous studies that focus more on general product sentiment analysis or on social-media platforms such as Twitter [11],[12], this
study identifies a research gap in sentiment analysis of local beauty serum product reviews on the Tokopedia platform. In addition, the
approach used contributes methodologically by combining Transformer model fine-tuning with data augmentation techniques to address
the limited-data problem, a combination that remains rarely discussed in the context of Indonesian local-beauty-product e-commerce
sentiment analysis.

Based on the explanation above, this study focuses on developing a sentiment analysis model for local skincare serum product reviews on
the Tokopedia platform by leveraging IndoBERT fine-tuning together with data augmentation techniques (back-translation and synonym
replacement). This approach is expected to address the shortage of domain-specific Indonesian-language datasets and to produce a more
accurate and robust sentiment classification model.

2. Literature Review

This section discusses the theories and previous studies relevant to the research topic, covering e-commerce and product reviews, sentiment
analysis, Transformer-based language models, IndoBERT, data augmentation, and related work on Indonesian sentiment classification.

2.1. E-Commerce and Product Reviews

E-commerce refers to the activity of buying and selling goods or services through electronic systems such as the internet, allowing
transactions to take place without face-to-face interaction between buyers and sellers [1]. In Indonesia, e-commerce platforms such as
Tokopedia, Shopee, and Bukalapak have become an integral part of the digital economic ecosystem. Tokopedia, as one of the largest
marketplaces in Indonesia, provides a review feature that allows consumers to give feedback on products they have purchased [2].
According to [5], approximately 93% of consumers read online reviews before purchasing a product, which highlights the importance of
an automated approach for summarizing large volumes of review text.

2.2. Sentiment Analysis

Sentiment analysis, also known as opinion mining, is the computational process of identifying, extracting, and classifying opinions,
feelings, or attitudes expressed in text [6]. This study focuses on document-level sentiment analysis, in which each skincare serum review
is categorized into one of three sentiment types: positive, neutral, or negative. Sentiment analysis of e-commerce reviews presents particular
challenges due to the use of informal language, slang terms, typographical errors, and emojis that frequently appear in consumer-generated
text [8], which requires a more advanced natural language processing approach such as a Transformer-based model.

2.3. Transformer-Based Language Models

The Transformer is a neural network architecture that uses a self-attention mechanism and an encoder—decoder structure to convert input
text into vector representations [15]. Self-attention allows every word in a sentence to attend to all other words, including itself, enabling
the model to capture relationships between words regardless of their position in the sentence [16]. Bidirectional attention allows the model
to understand the context of a word by simultaneously looking to the left and right, producing a richer word representation [17]. Multi-
head attention performs several self-attention computations in parallel, with each head focusing on a different pattern in the sentence, and
the results are then combined so that the model can understand a sentence more deeply and comprehensively [16].

BERT (Bidirectional Encoder Representations from Transformers) is a Transformer-based pre-trained model that has become a major
foundation in the development of modern natural language processing tasks, owing to its ability to understand the meaning of a word from
both directions of a sentence [13]. Unlike earlier models such as RNN or LSTM, which process text only in one direction, BERT
understands relationships between words more deeply because it analyzes text from both directions simultaneously. BERT’s advantage
lies in its two-stage training process: pre-training, in which the model learns general language structure and meaning from a very large text
corpus, and fine-tuning, in which the model is re-adjusted using a smaller, task-specific dataset.

2.4. IndoBERT and Fine-Tuning

IndoBERT is a version of BERT trained specifically using a large-scale Indonesian text corpus and has become a leading model in various
Indonesian-language sentiment analysis studies [7]. This model was developed to overcome the limitations of the original BERT, which is
more suitable for English and less effective for other languages such as Indonesian. IndoBERT is trained on a dataset drawn from various
sources, including Indonesian Wikipedia, Indonesian online news, and other web text, comprising approximately 220 million words in
total [23],[25]. The advantage of IndoBERT in processing Indonesian text lies in its vocabulary, which is tailored to Indonesian, as well as
its stronger ability to understand Indonesian grammatical structure and meaning.
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Fine-tuning is a method for retraining a previously pre-trained model using data that is more specific to a particular task. The pre-train-
then-fine-tune paradigm has become the standard approach in various modern natural language processing tasks, including text
classification and sentiment analysis [13]. In the case of BERT-based models, this process is carried out by taking the pre-trained model
learned from a large corpus, adding a classification layer on top, and retraining the entire model using data relevant to the desired task.
Fine-tuning allows the model to adapt its general language understanding, acquired during pre-training, to a specific domain, learning
patterns that are characteristic of the data while adjusting to a specific task such as text classification or sentiment analysis.

2.5. Data Augmentation

Data augmentation is a method for artificially increasing the size of a training dataset by creating variations of existing data without
changing the label or core meaning of the data [9]. In the field of natural language processing, this technique aims to address the shortage
of labeled data, increase dataset diversity, strengthen a model’s generalization ability, and reduce the risk of overfitting during training.
Back-translation is an augmentation method that performs a two-way translation process, namely from the source language to a target
language and then back to the source language [10]. For example, the sentence “biasa aja sih” (“it’s just average”) is first translated into
English and then translated back into Indonesian to produce a paraphrased sentence such as “rata-rata saja,” which carries the same meaning
but with a different sentence structure and word choice. Synonym replacement is a method of replacing several words in a sentence with
words of similar meaning without changing the overall meaning [9]. For instance, the sentence “produk bagus, harga terjangkau” (“good
product, affordable price”) can be transformed into “produk oke, harga murah” by replacing “bagus” with “oke” and “terjangkau” with
“murah.” According to [9], the combination of back-translation and synonym replacement is among the most effective augmentation
strategies for text-classification performance, particularly for datasets with fewer than 5,000 samples, with an average accuracy
improvement of 3 to 7%.

2.5. Related Work

Several earlier studies have laid important groundwork for Indonesian Transformer-based natural language processing. [22] introduced the
IndoNLU benchmark together with the original IndoBERT model, reporting accuracies of 87-89% on Indonesian sentiment-analysis tasks,
while [24] presented IndoLEM and a refined IndoBERT model that consistently outperformed multilingual BERT (mBERT) by 5-8%
across several Indonesian NLP tasks. A broad survey by [9] confirmed that back-translation and synonym replacement raise text-
classification accuracy by 3—7% on average, and [27] proposed Easy Data Augmentation (EDA), a set of lightweight augmentation
techniques achieving up to an 8.6% improvement on small datasets. [29] addressed class imbalance using SMOTE combined with BERT,
improving minority-class F1-score by more than 12%. Within the Indonesian e-commerce context specifically, [21] applied a Naive Bayes
algorithm to Tokopedia reviews, [26] used CNN and LSTM for Indonesian Twitter sentiment analysis, and [12] applied multilingual BERT
to Indonesian electronic-product reviews. However, these studies either target general-purpose benchmarks, social-media text, or product
categories other than beauty and skincare, leaving a gap in domain-specific sentiment analysis supported by data augmentation for
Indonesian local-skincare e-commerce reviews. This study aims to fill that gap by combining IndoBERT fine-tuning with back-translation
and synonym replacement on a domain-specific Tokopedia serum-review dataset.

3. Methods

This study employed the fine-tuning of the IndoBERT model (indobenchmark/indobert-base-p1) with a focal loss function and class
weighting, combined with data augmentation, to classify reviews of local skincare serum products on Tokopedia into three sentiment
categories: Positive, Neutral, and Negative. The overall research procedure began with data collection, followed by rating-based sentiment
labeling, text pre-processing, stratified dataset splitting, data augmentation on the minority classes, fine-tuning of two model scenarios
(baseline and proposed), and ended with model evaluation and comparison. Each stage is explained in detail in the following subsections.

3.1. Research Design and Data Source

This research was conducted in Lhokseumawe, Indonesia, starting in April 2026, using review data collected from the Tokopedia
marketplace as the primary data source. The research method applied is the fine-tuning of the IndoBERT model (indobenchmark/indobert-
base-pl) combined with data augmentation. The overall research flow is illustrated in Fig. 1.
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Figure 1 shows the research flow followed in this study. The procedure begins with data collection through web scraping, followed by
rating-based sentiment labeling and text pre-processing. The dataset is then divided through stratified sampling into training, validation,
and test sets, after which data augmentation is applied to the minority classes in the training set. The augmented training data are used to
fine-tune two model scenarios, namely a baseline model and a proposed model, both of which are evaluated and compared to determine
the effectiveness of the augmentation technique.

3.2. Data Collection
Review data were collected using a combination of Selenium WebDriver for page navigation and the Tokopedia GraphQL API
(productReviewList endpoint) for batch retrieval of review content [19],[20]. Ten popular local skincare serum brands were selected:
Somethinc, Skintific, Avoskin, Glad2Glow, Scarlett, The Originote, Azarine, NPURE, Whitelab, and Wardah. For each brand, 500 reviews
were collected, producing a total of 5,000 reviews, as summarized in Table 1. Each record was stored together with the review text, star
rating, brand, product name, and posting date.

Table 1. Distribution of collected reviews by brand

Brand Number of Reviews
Somethinc 500
Skintific 500
Avoskin 500
Glad2Glow 500
Scarlett 500
The Originote 500
Azarine 500
NPURE 500
Whitelab 500
Wardah 500
Total 5,000

3.3. Sentiment Labeling
Sentiment labels were assigned automatically based on the star rating accompanying each review: ratings of 45 stars were labeled Positive,
3 stars were labeled Neutral, and 1-2 stars were labeled Negative. Table 2 presents the labeling scheme together with the resulting class
distribution. The dataset shows an extreme class imbalance, with the Positive class accounting for 94.66% of the data, while the Neutral
and Negative classes account for only 1.28% and 4.06%, respectively. This imbalance largely results from platform-driven incentives (e.g.,
free-shipping vouchers) for reviews of four stars and above, and it motivated the use of data augmentation in the subsequent stage.

Table 2. Sentiment labeling scheme and initial class distribution

Star Rating Sentiment Label Count Percentage
4-5 Positive 4,733 94.66%

3 Neutral 64 1.28%

1-2 Negative 203 4.06%
Total — 5,000 100.00%

3.4. Text Pre-Processing

Before training, the collected review text was processed through five sequential stages: (1) case folding to convert all text to lowercase; (2)
cleaning to remove URLs, mentions, hashtags, and non-alphanumeric symbols; (3) whitespace normalization to remove redundant spaces,
tabs, and line breaks; (4) Byte-Pair Encoding (BPE) tokenization using the IndoBERT tokenizer; and (5) padding and truncation to a fixed
maximum sequence length of 128 tokens.

3.5. Dataset Splitting and Augmentation
The pre-processed dataset was divided into training (70%), validation (15%), and test (15%) subsets using stratified sampling to preserve
the original class proportions in every subset, as shown in Table 3.

Table 3. Dataset distribution after stratified splitting

Subset Total Positive Neutral Negative
Training (70%) 3,500 3,314 45 142
Validation (15%) 750 710 9 31

Test (15%) 750 710 9 31

To address the severe imbalance in the Neutral and Negative classes, two augmentation techniques were applied exclusively to the training
set: (1) back-translation, in which Indonesian text was translated into English and back into Indonesian using the MarianMT model, and
(2) synonym replacement, in which selected words were substituted with domain-appropriate synonyms while preserving key skincare
terminology. These techniques expanded the minority-class training samples by approximately two to three times their original size,
increasing both the volume and the lexical diversity of the training data.

3.6. Model Fine-Tuning

The fine-tuning process was conducted using the IndoBERT-base-p1 model (indobenchmark/indobert-base-pl) on the prepared training
dataset. Two experimental scenarios were performed, namely training using the original dataset and training using the augmented dataset.
The model was trained to classify skincare product reviews into positive, neutral, and negative sentiment classes. The architectural
specifications of the IndoBERT-base-p1 model used in this study are summarized in Table 4.
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Table 4. IndoBERT-base-p1 model specification

Parameter Value

Architecture 12-layer Transformer Encoder
Hidden size 768

Attention heads 12

Total parameters ~125 million

Vocabulary 30,522 tokens (BPE)
Pre-training corpus Indo4B (=235 million words)

Two fine-tuning scenarios were carried out to evaluate the effect of augmentation: a baseline model trained on the original (non-augmented)
training set, and a proposed model trained on the augmented training set. Both scenarios used identical hyperparameters, summarized in
Table 5, with a focal loss function (y = 2.0) combined with class weighting to further address the imbalance during optimization. Training
was performed on an NVIDIA GeForce RTX 2050 GPU (12 GB VRAM), and the checkpoint with the lowest validation loss was retained
as the final model for evaluation.

Table 5. Fine-tuning hyperparameter configuration

Hyperparameter Value

Learning rate 2x10°

Optimizer AdamW

Weight decay 0.01

Batch size 16

Max sequence length 128 tokens

Epochs 34

Dropout rate 0.3

Loss function Focal Loss (y = 2.0) + Class Weighting

3.7. Model Evaluation

Model performance was evaluated on the held-out test set (n = 750) using a confusion matrix together with accuracy, precision, recall, and
F1-score, computed as follows [21]:

Akurasi — X True positive (diagonal) €))]
Total sampel
.. TP
Precision = @)
TP+FP
TP
Recall = 3)
TP+FN
F1 Score = (2PrecisionxRecall) 4)
" Precision+Recall

where TP, TN, FP, and FN denote true positive, true negative, false positive, and false negative predictions, respectively. Macro-averaged
and weighted-averaged F1-scores were also computed to assess overall performance across the three imbalanced classes, and the baseline
and proposed models were compared on the same test set to quantify the effect of data augmentation.

3.8. System Implementation
The classification pipeline was implemented into a web-based application named SerumSense, built using the Streamlit framework in
Python with an SQLite database for persistent storage. The system supports single-review and batch (Excel/CSV) sentiment analysis, role-
based access for User and Admin accounts, and visualization of prediction confidence scores. Fig. 2 illustrates the inference workflow of
the deployed system, from user input to the display of classification results.
Figure 2 shows the inference workflow executed each time a user submits a review, either as a single input or as a batch file. The submitted
text is first pre-processed through lowercasing and BPE tokenization before being passed to the fine-tuned IndoBERT model. The model
produces a probability distribution over the three sentiment classes through a softmax layer, from which the class with the highest
probability is selected as the final label together with its confidence score. The prediction result is then stored in the SQLite database and
displayed to the user through the web interface. o
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4. Results and Discussion

This section presents the results obtained at each stage of the research and discusses the performance of the fine-tuned IndoBERT model
in classifying the sentiment of local skincare serum reviews. The discussion covers the characteristics of the collected dataset, the results
of text pre-processing and dataset splitting, the effect of data augmentation, the classification performance of the proposed model, a
comparison with the baseline model, and the implementation and testing of the SerumSense web application.

4.1. Dataset Characteristics

As shown in Table 1, the final dataset comprised 5,000 reviews collected evenly across the ten selected local serum brands. A fter rating-
based labeling, the dataset distribution presented in Table 2 confirms an extreme class imbalance dominated by the Positive class, a pattern
commonly found in Indonesian e-commerce reviews due to platform-driven incentives for high-star reviews.

4.2. Pre-Processing and Splitting Results

Text pre-processing successfully normalized informal review text. For example, the raw review “Serumnya BAGUS BANGET di Kulitku”
was transformed into “serumnya bagus banget di kulitku” after case folding, and was further cleaned of redundant whitespace before BPE
tokenization. The stratified splitting procedure summarized in Table 3 preserved the original class proportions across the training,
validation, and test subsets, ensuring an unbiased evaluation setup.

4.3. Effect of Data Augmentation

Back-translation and synonym replacement were applied to the Neutral and Negative classes in the training set. For example, back-
translation transformed “biasa aja sih” into “rata-rata saja” through an Indonesian—English—Indonesian translation cycle, while synonym
replacement transformed “produknya tidak bagus” into “produknya kurang baik.” These transformations preserved the original sentiment
while introducing lexical and structural diversity, expanding the minority-class training samples by roughly two to three times.

4.4. Classification Performance of the Proposed Model
Table 6 presents the confusion matrix obtained from the proposed model (IndoBERT fine-tuned with augmented data) on the 750-review
test set.

Table 6. Confusion matrix of the proposed model (test set, n = 750)

Actual \ Predicted Negative Neutral Positive Total
Negative 19 5 7 31
Neutral 1 4 4 9
Positive 9 16 685 710
Total 29 25 696 750

Based on Table 6, the model correctly classified 708 out of 750 test reviews, yielding an overall accuracy of 94.40%. Table 7 summarizes
the precision, recall, and F1-score obtained for each class.
Table 7. Classification performance of the proposed model

Class Precision Recall F1-Score Support
Negative 65.52% 61.29% 63.33% 31
Neutral 16.00% 44.44% 23.53% 9
Positive 98.42% 96.48% 97.44% 710
Macro Average 59.98% 67.40% 61.43% 750
Weighted Average 96.07% 94.40% 95.14% 750
Accuracy — — 94.40% 750

The Positive class achieved the strongest performance (F1-score = 97.44%), reflecting both its large sample size and the relative ease of
detecting clearly positive sentiment expressions. The Negative class achieved a moderate F1-score of 63.33%, while the Neutral class,
despite augmentation, remained the most difficult to classify (F1-score =23.53%) due to its very limited number of test samples (n = 9)
and the inherently ambiguous nature of neutral expressions. The model obtained a macro-averaged F1-score of 61.43% and a weighted-
averaged F1-score of 95.14%.

4.5. Comparison with the Baseline Model
To quantify the contribution of data augmentation, the proposed model was compared against a baseline model trained without
augmentation. Table 8 summarizes the comparison.

Table 8. Performance comparison between baseline and proposed models

Metric Baseline Proposed Difference
Accuracy 97.47% 94.40% —3.07%
Macro F1-Score 59.13% 61.43% +2.30%
Weighted F1-Score 96.79% 95.14% —1.65%
F1-Score (Negative) 78.57% 63.33% —15.24%
F1-Score (Neutral) 0.00% 23.53% +23.53%
F1-Score (Positive) 98.82% 97.44% —1.38%

The baseline model achieved a higher overall accuracy (97.47% vs. 94.40%) and a higher weighted F1-score, but it completely failed to
recognize the Neutral class, producing an F1-score of 0.00%; none of the nine Neutral test samples were classified correctly. In contrast,
the proposed augmented model achieved a Neutral F1-score of 23.53% and a higher macro-averaged Fl-score (61.43% vs. 59.13%),
indicating more balanced classification performance across all three sentiment classes. The 3.07-percentage-point reduction in overall
accuracy represents an acceptable trade-off, since accuracy alone can be a misleading metric on heavily imbalanced data: a naive classifier
that always predicts “Positive” would already achieve roughly 94-97% accuracy without providing any practical value for identifying
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dissatisfied or ambivalent customers. These findings are consistent with previous studies reporting that data augmentation and class-
balancing techniques such as SMOTE substantially improve minority-class recognition, often at a small cost to overall accuracy [29].
The obtained Positive-class performance (F1-score = 97.44%) is also broadly consistent with prior IndoBERT-based sentiment studies
reporting accuracies in the 86-93% range on general Indonesian sentiment tasks [7],[25], confirming that domain-specific fine-tuning on
skincare review data did not compromise the model’s ability to detect the dominant sentiment class.

4.6. System Implementation and Testing

The SerumSense web application was successfully implemented with six user-facing pages (login, registration, dashboard, single-review

analysis, batch analysis, and an about/FAQ page) and a dedicated administrator dashboard for user and global-history management. Black-

box testing was conducted on 20 functional scenarios covering authentication, single and batch sentiment analysis, file-upload validation,

history persistence, and administrator functions. Representative results are summarized in Table 9; all 20 scenarios produced outcomes

consistent with the expected behavior, confirming that the implemented system functioned correctly according to its design specification.
Table 9. Summary of black-box testing results (selected scenarios)

No.  Test Scenario Expected Result Status

1 Valid new-user registration Account is saved; success message is shown Passed
2 Registration with a duplicate username Error message “Username already registered” Passed
3 Login with valid credentials User is redirected to the Dashboard Passed
4 Login with Google OAuth Redirect to Google, then back to the app, logged in Passed
5 Single-review sentiment analysis (clearly positive text) Label “Positive” with confidence > 90% Passed
6 Single-review sentiment analysis (empty input) Warning “please fill in the review first” Passed
7 Batch analysis with a valid Excel/CSV file Data preview and result table with summary are shown Passed
8 Batch analysis with a missing review column Error message “column not found” Passed
9 Admin access to the global history and user list All users” history and accounts are displayed Passed
10 Access to Admin Dashboard by a regular user Admin menu is not shown in the sidebar Passed

5. Conclusion

This study successfully developed and evaluated a sentiment analysis model for local skincare serum reviews on Tokopedia using fine-
tuned IndoBERT combined with data augmentation. A dataset of 5,000 reviews from ten local brands was collected via web scraping and
exhibited an extreme class imbalance (94.66% Positive, 4.06% Negative, 1.28% Neutral), reflecting realistic conditions of Indonesian e-
commerce review data. Applying back-translation and synonym replacement to the minority classes in the training set improved the model’s
ability to recognize the Neutral class, raising its F1-score from 0.00% in the baseline model to 23.53% in the proposed model, and improving
the macro-averaged F1-score from 59.13% to 61.43%, at the cost of a 3.07-percentage-point reduction in overall accuracy (94.40% vs.
97.47%). These results confirm that, although accuracy alone may favor a non-augmented model on imbalanced data, augmentation
produces a fairer and more practically useful classifier across all sentiment classes. The resulting model was deployed in a web-based
application, SerumSense, built with Streamlit and SQLite, which passed all 20 black-box testing scenarios covering authentication, single
and batch analysis, and administrative functions. Future work may compare IndoBERT with other Indonesian-capable Transformer models
such as mBERT or XLM-RoBERTa, expand the dataset with additional minority-class samples to further improve class balance, and extend
the analysis to other skincare product categories beyond facial serums.
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  Akurasi =    ∑  T r u e   p o s i t i v e    ( d i a g o n a l )  T o t a l   s a m p e l


  P r e c i s i o n =  TP  TP + FP


  R e c a l l =  TP  TP + FN


  F 1   S c o r e =   ( 2 P r e c i s i o n × R e c a l l )  P r e c i s i o n + R e c a l l

