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Abstract 

 

Pneumonia remains a major respiratory infection with high mortality rates, especially in regions with limited access to medical specialists. 

Early and accurate diagnosis plays a critical role in reducing fatal outcomes and improving patient management. Chest X ray imaging is 

widely used as a primary diagnostic modality, yet interpretation relies heavily on experienced radiologists, whose availability is often 

insufficient to meet clinical demand. This condition motivates the development of automated pneumonia detection systems based on 

artificial intelligence. This study investigates the application of deep learning for pneumonia classification using chest X ray images, with 

a focus on the ConvNeXt architecture. ConvNeXt represents a modern neural network design that integrates structural advantages from 

Vision Transformers with the efficiency of traditional Convolutional Neural Networks, enabling strong feature extraction while maintaining 

computational efficiency. The research evaluates multiple ConvNeXt variants, including Tiny, Small, Base, and Large, to analyze the 

relationship between model complexity and classification performance. ResNet50 is employed as a baseline model to provide a fair 

comparative assessment against a widely used convolutional architecture. Model evaluation uses accuracy, precision, recall, and F measure 

to ensure balanced measurement across different classification outcomes and class distributions. Experimental results indicate that 

ConvNeXt Tiny achieves the highest overall performance, reaching an accuracy of 97.69 percent while using a relatively low number of 

parameters. This outcome highlights the efficiency of lightweight architectures for medical image analysis tasks. The findings demonstrate 

that ConvNeXt Tiny delivers strong discriminative capability with reduced computational requirements, making it suitable for deployment 

in resource constrained clinical environments. This study contributes evidence supporting the effectiveness of modern deep learning 

architectures for automated pneumonia detection and provides insight into model selection for practical medical imaging applications. 
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1. Introduction 

Pneumonia is a respiratory illness caused by various pathogens, including bacteria, fungi, and viruses [1]. Each year, a significant number 

of individuals succumb to pneumonia due to delays in diagnosis. [2]. Pneumonia is a widespread infection with the potential to become 

life-threatening. The seriousness of the condition and the level of medical care required vary based on how frequently symptoms occur and 

their severity in the patient. Given the critical nature of acute pneumonia, rapid medical response is essential. In the past, pneumonia 

referred to a severe illness that frequently led to admission in critical care facilities due to its high risk of mortality. Since the actual 

morbidity of pneumonia frequently differs from the need for hospitalization, such approaches are increasingly seen as insufficient.  

The clinical judgment of doctors and institutional procedures often influence whether a patient should be admitted immediately, leading to 

variations in initial treatment strategies in critical care units [3]. Early identification of high-risk patients is essential to reduce pneumonia-

related mortality, as inadequate care during the transition from hospitalization to ICU is frequently associated with poor survival. Timely 

and accurate diagnosis, particularly in rapidly progressing pneumonia, is therefore vital for effective treatment and improved recovery [4]. 

Since approximately 75% of pneumonia cases are diagnosed and treated in emergency departments (EDs), these settings are ideal  for 

implementing patient-centered assessment strategies to identify patients at high risk. To enable prompt intervention, the development of 

automated detection systems is crucial. X-ray imaging provides a reliable means of identifying pneumonia by revealing areas of infection 

and abnormal lung density [5]; however, the shortage of medical professionals necessitates computer-based methods that can perform rapid 

diagnosis. Artificial intelligence (AI), designed to replicate human cognitive functions such as learning, reasoning, and decision-making[6], 

has proven effective in healthcare by enhancing disease detection, including the use of CT scans [7], MRIs [8], and X-rays [9]. 
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The contribution of this research is to evaluate the ability of ConvNeXt in classifying pneumonia compared to commonly used architectures 

like ResNet [10] to assess the performance of different ConvNeXt variants in detecting pneumonia on a limited dataset. ConvNeXt is a 

deep learning model architecture that combines the strengths of Convolutional Neural Networks (CNNs) with techniques inspired by 

Transformer models [11]. Several studies have demonstrated that ConvNeXt achieves excellent results in image classification tasks, 

outperforming traditional CNN models while offering competitive performance compared to Transformer-based models [12][13][14]. This 

makes it a robust choice for applications requiring both high accuracy and computational efficiency. 

This paper is organized into five sections. The first section provides an introduction to the study, outlining its background and objectives. 

The second section reviews related research to establish the context and relevance of the current work. The third section details the 

methodology, explaining the techniques and approaches used in the study. The fourth section presents the results, analyzing the findings 

based on the applied methods. Finally, the fifth section concludes the paper by summarizing the key insights and discussing potential future 

research directions. 

2. Methods 

This research consists of several stages, starting with data collection. Preprocessing is applied to the gathered data, which includes 

normalization and scaling. Next, twenty percent of the dataset is testing data, while the remaining eighty percent is training data. Data tests 

are further divided into two parts: one for validation during model training and the other for evaluating model performance after training. 

Before the training data is given into the model, it is first augmented to boost data variety. The model is finally assessed using the remaining 

test data. This evaluation employs coefficient matrix metrics to determine the model's performance. Detail research process is shown in 

Figure 1. 

 

. 

Fig. 1. Reseach Process 

2.1. Dataset 
In this study, the Nigeria Chest X-ray dataset is employed, which constitutes the first publicly available collection of chest radiographs 

specifically curated for medical image analysis in Nigeria. The dataset comprises 1,300 chest X-ray images acquired at Aminu Kano 

Teaching Hospital (AKTH), Nigeria, and is organized into two categories, namely Pneumonia and Normal, with 650 images in each class 

to ensure a balanced distribution [15]. All images were carefully annotated and the corresponding labels were verified by experienced 

radiologists, thereby enhancing the reliability of the dataset for the development and evaluation of computer-aided diagnostic systems 

targeting respiratory diseases. Figure 1(a) demonstrates a normal chest radiograph, characterized by clear bilateral lung fields with 

preserved vascular markings, sharp cardiomediastinal and diaphragmatic contours, and absence of focal opacities or consolidation 

suggestive of parenchymal infection. In contrast, Figure 2(b) is interpreted as pneumonia, in which pulmonary infection typically manifests 

radiographically as increased parenchymal density consistent with airspace consolidation, often accompanied by air bronchograms and 

partial loss of normal anatomical interfaces (silhouette sign) due to opacification of adjacent lung segments. 

For the experimental setup, the dataset is partitioned into three subsets: training, validation, and testing, with proportions of 80%, 10%, and 

10%, respectively. The training and validation subsets are utilized during the model development phase for parameter learning and 

hyperparameter tuning, while the test subset is reserved exclusively for the final performance evaluation to provide an unbiased assessment 

of the model’s generalization capability. This structured data split is designed to support robust experimentation and to facilitate fair 

comparison with future studies employing the same dataset. 
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(a) 

 

(b) 
Fig. 2. Example data (a) X-ray Normal, and (b) X-ray Pneumonia 

2.2 Preprocessing 
Images are preprocessed to standardize their input dimensions and normalize their pixel values. This step ensures that all images are 
consistent size, allowing the model to process them efficiently. Normalization is applied to adjust the pixel values, typically scaling them 

to a range between 0 and 1, which helps improve the model's performance by reducing the impact of varying lighting conditions and 

intensities [16]. These preprocessing techniques are crucial for ensuring that the model receives uniform input, leading to more accurate 

and stable learning. 
 

2.3. Augmentation 
To increase the robustness of the model, data augmentation techniques are applied, including rotation, mirroring, and scaling. By creating 

new variations of the original images, these transformations artificially increase the diversity of the training dataset. In this study, data 

augmentation techniques were applied, including image rotation, which enables the model to recognize objects from various orientations. 

Furthermore, image flipping was employed to enrich the training set by generating horizontally and vertically mirrored variations. 

Additionally, scaling was implemented to allow the model to adapt to differences in object size by adjusting the scale of objects within the 

images. Data Augmentation helps prevent overfitting and improves the model's ability to generalize to unseen data by exposing the model 

to a wider range of image variations [17]. 

 

2.4. Proposed method 
This study compares various ConvNeXt variants to assess their performance in pneumonia classification. ConvNeXt is an architecture 

composed of ConvNeXt blocks and down-sampling layers [18]. The ConvNeXt block optimizes image data processing by blending 

traditional convolutional networks with transformer-like features. It employs an inverted bottleneck design that starts with depthwise 

separable convolutions, followed by pointwise convolutions to expand and compress feature maps, improving computational efficiency 

while retaining strong representational capabilities. Additionally, ConvNeXt uses depthwise convolutions to reduce parameters by applying 

one filter per input channel and replaces batch normalization with layer normalization, which normalizes inputs across features instead of 

batches, aligning better with transformer architectures and enhancing overall model performance [19]. ConvNeXt block can be seen in 

Figure 2. 

ConvNeXt introduces several innovative components that set it apart from conventional convolutional neural networks (CNNs), including 

depthwise convolution, GELU activation, layer scale, and drop path regularization [20]. These elements collectively enhance both the 

representational capacity and the training stability of the model. The internal structure of a ConvNeXt block, which embodies a streamlined 

and modular design, is illustrated in Figure 3 (b). In addition to the ConvNeXt blocks, the architecture incorporates specialized 

downsampling blocks positioned at the transitions between stages. These blocks function to reduce spatial resolution while simultaneously 

increasing channel dimensionality, thereby preserving information richness in deeper layers. This hierarchical transition strategy closely 

mirrors the token scaling mechanism employed in Vision Transformers. The detailed structure of the downsampling process and the inter-

stage transitions are presented in Figure 3(c). 

To reduce computational complexity, ConvNeXt replaces standard convolution with depthwise convolution. This approach applies a single 

convolutional kernel per input channel rather than mixing information across channels. ConvNeXt utilizes large convolutional kernels (e.g., 

7×7) to approximate the broad receptive fields found in global attention mechanisms—F ResNet, which typically uses smaller 3×3 kernels. 

The formulation of depthwise convolution is given as (1). where 𝑌_𝑚 (𝑖, 𝑗) represents the output at position (𝑖, 𝑗) in channel mmm, 𝑋_𝑚 

is the input for channel mmm, and𝐾_𝑚 is the kernel associated with the same channel. The kernel size is denoted by k. 

 

𝑌_𝑚 (𝑖, 𝑗) = ∑_(𝑢 = 0)^(𝑘 − 1)▒∑_(𝑢 = 0)^(𝑘 − 1)▒〖𝑋_𝑚 (𝑖 + 𝑢, 𝑗 + 𝑣) ∙ 𝐾_𝑚 (𝑢, 𝑣) 〗    (1) 

 

ConvNeXt adopts the Gaussian Error Linear Unit (GELU) in place of ReLU to maintain compatibility with the Transformer-style design. 

GELU provides smoother and more stable activation behavior, especially beneficial in deep architectures. The GELU function is expressed 

as (2), where Φ(x) denotes the standard normal cumulative distribution function, and erf represents the error function. 

 

𝐺𝐸𝐿𝑈(𝑥) =  𝑥 ∙   𝛷(𝑥) =  𝑥 ∙   1/2 [1 + erf(𝑥/√2) ]        (2) 

 

Layer scale introduces learnable scalar parameters to modulate residual connections. Specifically, the output from the main branch of a 

block (typically after the second pointwise convolution) is multiplied by a trainable vector γ, known as the scale vector, before being added 
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back to the residual shortcut. Initially, γ is set to a small value (e.g., 1e-6) for each channel. The operation is defined as (3) where 𝑥 is the 

output tensor prior to residual addition, 𝛾 is a channel-wise trainable parameter vector, and 𝑦 is the scaled output. 

 
𝑦 = 𝛾 ⋅ 𝑥              (3) 

 

Drop Path is used as a regularization technique to prevent overfitting. During training, individual network paths are randomly dropped with 

probability 𝑝. To maintain the expectation of the output, the remaining paths are scaled by 𝑥/(1 − 𝑝). Formally:. where ⊙ indicates 

element-wise multiplication, and mask is a binary tensor with values sampled from a Bernoulli distribution. The operation is defined as (4) 

 

𝐷𝑟𝑜𝑝𝑃𝑎𝑡ℎ(𝑥, 𝑝) = {
𝑥,                            𝑖𝑓 𝑝 = 0 𝑜𝑟  𝑚𝑜𝑑𝑒 𝑖𝑛𝑓𝑒𝑟𝑒𝑛𝑐𝑒
𝑥

1−𝑝
⊙ mask,                               𝑖𝑓 𝑚𝑜𝑑𝑒 𝑡𝑟𝑎𝑖𝑛𝑖𝑛𝑔

                                                                                                (4) 

 
For model optimization, the Adam (Adaptive Moment Estimation) optimizer was employed due to its efficiency and stability in training 

deep neural networks. Adam adaptively adjusts the learning rate for each parameter by estimating the first and second moments of the 

gradients, which accelerates convergence and improves robustness. The combined Adam formula describes the parameter update 𝜃_(𝑡 +

1) using the first and second moment estimates of the gradient 𝑔_𝑡, namely 𝑚_(𝑡 − 1) and 𝑣_(𝑡 − 1). The parameter 𝛼 represents the 

learning rate, while 𝛽_1 and 𝛽_2 are the exponential decay rates for the moment estimates, typically set to 0.9 and 0.999. Bias correction 

is applied by dividing the moments by 1 − 𝛽_1^𝑡 and 1 − 𝛽_2^𝑡. A small constant 𝜀 is added to ensure numerical stability and to prevent 

division by zero. The mathematical formulation of the Adam optimizer is provided in (5). 

𝜃𝑡+1 =  𝜃𝑡 − 𝛼 ∙
(𝛽1𝑚𝑡−1+(1−𝛽1)𝑔𝑡

1−𝛽1
𝑡

)

√𝛽2𝑣𝑡−1+(1−𝛽2)𝑔𝑡
2

1−𝛽2
𝑡

+𝜀

           (5) 

The Binary Cross-Entropy (BCE) loss function is employed in this study, as it represents a standard and effective choice for binary 

classification tasks. This approach quantitatively evaluates the divergence between the predicted probability distribution generated by the 

model and the actual binary labels. Binary Cross-Entropy is a widely adopted loss function in deep learning, yielding values within the 

range of 0 to 1, and is formally defined in (6), where 𝑦 ̂ denotes the predicted probabilities and y represents the corresponding ground truth 

labels. 

𝐿(y, 𝑦̂) = −( y 〖log( 〗 𝑦 ̂ ) + (1 − 𝑦) log〖(1 −  𝑦̂)) . 〗         (6) 

The downsampling layers in ConvNeXt are designed to efficiently reduce the spatial dimensions of feature maps while preserving essential 

information. Unlike traditional architectures like ResNet, which integrate downsampling within residual blocks, ConvNeXt uses separate 

downsampling layers between stages, offering greater flexibility in managing feature sizes throughout the network. This process begins 

with layer normalization followed by a 2x2 convolution with a stride of 2, effectively reducing spatial dimensions while retaining crucial 

features, which contributes to enhanced model accuracy[19]. 

 

 
 

Fig. 3. ConvNeXt block  

 

 

ConvNeXt consists of four distinct variants: Tiny, Small, Base, and Large, each designed to meet varying levels of complexity and 

performance requirements [19].. The ConvNeXt Tiny model comprises 18 ConvNext blocks, uniformly distributed across its phase, 

prioritizing efficiency and speed with a reduced parameter count, making it highly lightweight. The ConvNeXt Small variant increases the 

total number of blocks to 24, offering an optimal balance between model size and accuracy, thereby achieving superior performance 

compared to the Tiny variant. 
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Table 1. number of ConvNext block  

Model ConvNext Phase one Phase two Phase three Phase four Total block 

Tiny  3  3  6  3  18  

Small 3 3 12  6  24  

Base 3 3 9  3  36  

Large 3 3  12  12  48  

Moving up in complexity, ConvNeXt Base features a total of 36 blocks, with an increased depth in the third stage to enhance i ts feature 

extraction capabilities, making it particularly suitable for applications requiring more sophisticated feature representations. Lastly, 

ConvNeXt Large includes 48 blocks, with additional blocks in the third stage to further improve accuracy. This variant achieves the best 

performance among the earlier models before the XLarge version, making it ideal for scenarios where high accuracy and advanced feature 

extraction are crucial. In this study, all ConvNeXt variants (Tiny, Small, Base, Large, and Extra Large) along with ResNet50 are trained 

and evaluated in terms of accuracy, precision, recall, and F-score [21]. 

2.5. Evaluation 
Accuracy, Precision, recall, and F-measure are evaluation metrics used to assess the performance of classification results. Accuracy is a 

commonly used evaluation metric in classification tasks that measures the overall correctness of a model's predictions . Precision measures 

the proportion of predicted positive cases that are truly positive, while recall measures the proportion of actual positive cases that are 

correctly predicted as positive. In general, accuracy precision and recall are formulated according to (7), (8) and (9). 

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =   (𝑇𝑃 + 𝑇𝑁)/(𝑇𝑃 + 𝐹𝑃 + 𝐹𝑁 + 𝑇𝑁)         (7) 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =   𝑇𝑃/(𝑇𝑃 + 𝐹𝑃)           (8) 

𝑅𝑒𝑐𝑎𝑙𝑙 =   𝑇𝑃/(𝑇𝑃 + 𝐹𝑁)            (9) 

From the two equations above, the terms TP, TN, FP, and FN are defined as follows: True Positives (TP) refer to instances correctly 

classified by the model as positive when they are actually positive; True Negatives (TN) are instances correctly classified as negative when 

they are truly negative; False Positives (FP) occur when the model incorrectly classifies negative instances as positive; and False Negatives 

(FN) occur when positive instances are incorrectly classified as negative. To further optimize classification performance, an additional 

evaluation metric known as the F-measure is used. The F-measure effectively relates True Positives to the harmonic mean of predicted 

positives (precision) and actual positives (recall) and is formulated in (10). A higher F-measure value indicates better classification 

performance. 

𝐹𝑚𝑒𝑎𝑠𝑢𝑟𝑒 = 2𝑥
𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 𝑋 𝑅𝑒𝑐𝑎𝑙𝑙

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛+ 𝑅𝑒𝑐𝑎𝑙𝑙

                       (10) 

3. Result and Discussion 

The performance of the ConvNeXt Tiny model is further illustrated in the confusion matrix (Figure 4), which shows 65 true positives, 63 

true negatives, and only three misclassifications. This indicates the model’s strong ability to accurately differentiate between pneumonia 

and normal cases, confirming its robustness across both classes and supporting the high evaluation metrics previously obtained. 

In comparison with other models, the ConvNeXt Tiny achieved the highest accuracy (97.69%) and precision (97.70%), followed closely 

by ResNet50 with an accuracy of 96.92%. ConvNeXt Small also delivered competitive results (96.15% accuracy), while requiring fewer 

epochs (16) and shorter training time (478.74 seconds) than the Tiny variant. On the other hand, ConvNeXt Base and Large produced lower 

accuracy (90.76% and 91.53%, respectively) and demanded more computational resources, showing that deeper architectures with higher 

parameter counts did not always yield better performance for this dataset. ResNet50 proved efficient by converging within 14 epochs and 

367.06 seconds, demonstrating strong performance with minimal computational cost. All results are summarized in Table 1. 

 

 

Fig. 4. Confusion matrix ConvNext Tiny 
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Table 2. Result 

ConvNext Tiny Small Base Large ResNet50 

Accuracy 97.69 96.15 90.76 91.53 96.92 

Precision 97.70 96.16 90.81 91.80 97.10 

Recall 97.69 96.15 90.76 91.53 96.92 

F-measure 97.69 96.15 90.77 91.53 96.92 

Time (s) 621.41 478.74 908.17 522.02 367.06 

epoch 28 16 25 13 14 

parameter 30,228,705 51,863,265 90,777,857 201,047,361 30,010,369 

 
As shown in Figure 5, the model successfully distinguished between normal and pneumonia cases, correctly identifying healthy lungs as 

clear and detecting pneumonia through abnormalities such as increased opacity. The ROC curve in Figure 6 further supports this performance 

with an AUC of 0.98, indicating near-perfect discrimination between the two classes. Despite these promising results, the study’s reliance 

on a relatively small, single-source dataset may limit generalizability; thus, future research should utilize larger and more diverse datasets 

while exploring multiclass classification and explainable AI to strengthen robustness and clinical applicability. 

 

  (a)  

 

(b) 

Fig. 5. Result Data Test 
 

 
Fig. 6. ROC model ConvNeXt tiny 
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4. Conclusion 

This study demonstrates how well ConvNeXt models in particular, the Tiny variant detect pneumonia from X-ray pictures.  According to 

the results, ConvNeXt maintains computational efficiency while performing better than more conventional designs like ResNet50.  To 

improve model performance, further research might entail growing the dataset and investigating different optimization strategies.  The 

findings show that ConvNeXt Tiny, with a comparatively small number of parameters and a quicker training time, obtains the best accuracy 

of 97.69%. Subsequent research should incorporate more extensive and varied datasets, introduce multiclass classification, and integrate 

explainable AI techniques to improve the model’s reliability and relevance in clinical settings. 

Acknowledgement 

This research was funded by the Faculty of Engineering, Mulawarman University through the Tropical Engineering Program 2025. The 

authors express sincere gratitude for the financial support provided 

References  

[1] K. K. Yadav and S. Awasthi, “Childhood Pneumonia: What’s Unchanged, and What’s New?,” Indian J. Pediatr., vol. 90, no. 7, pp. 

693–699, 2023, doi: 10.1007/s12098-023-04628-3. 

[2] S. Nalluri and R. Sasikala, “A deep neural architecture for SOTA pneumonia detection from chest X-rays,” Int. J. Syst. Assur. Eng. 

Manag., vol. 15, no. 1, pp. 489–502, 2024, doi: 10.1007/s13198-022-01788-x. 

[3] N. Power, N. R. Plummer, J. Baldwin, F. R. James, and S. Laha, “Intensive care decision-making: Identifying the challenges and 

generating solutions to improve inter-specialty referrals to critical care,” J. Intensive Care Soc., vol. 19, no. 4, pp. 287–298, 2018, 

doi: 10.1177/1751143718758933. 

[4] S. Sharma and K. Guleria, A systematic literature review on deep learning approaches for pneumonia detection using chest X-ray 

images, vol. 83, no. 8. Springer US, 2024. doi: 10.1007/s11042-023-16419-1. 

[5] E. L. Irede et al., Medical imaging: A Critical Review on X-ray Imaging for the Detection of Infection, no. 0123456789. Springer 

US, 2024. doi: 10.1007/s44174-024-00212-1. 

[6] Y. J. Alawneh, T. Al-Momani, F. N. Salman, S. D. Al-Ahmad, T. A. Kaddumi, and M. Al-Dlalah, “A Detailed Study Analysis of 

Artificial Intelligence Implementation in Social Media Applications,” 2023 3rd Int. Conf. Adv. Comput. Innov. Technol. Eng. 

ICACITE 2023, pp. 1191–1194, 2023, doi: 10.1109/ICACITE57410.2023.10182840. 

[7] A. Irsyad, H. Tjandrasa, and S. C. Hidayati, “Deep Learning Approach for Segmentation and Classification of COVID-19 in Lung 

CT Scan Images,” 2023 IEEE 7th Int. Conf. Inf. Technol. Inf. Syst. Electr. Eng., pp. 202–207, Nov. 2023, doi: 

10.1109/ICITISEE58992.2023.10404485. 

[8] D. Maji, P. Sigedar, and M. Singh, “Attention Res-UNet with Guided Decoder for semantic segmentation of brain tumors,” Biomed. 

Signal Process. Control, vol. 71, no. PA, p. 103077, 2022, doi: 10.1016/j.bspc.2021.103077. 

[9] K. A. S. H. Kumarasinghe, S. L. Kolonne, K. C. M. Fernando, and D. Meedeniya, “U-Net Based Chest X-ray Segmentation with 

Ensemble Classification for Covid-19 and Pneumonia,” Int. J. online Biomed. Eng., vol. 18, no. 7, pp. 161–175, 2022, doi: 

10.3991/ijoe.v18i07.30807. 

[10] K. He, X. Zhang, S. Ren, and J. Sun, “Deep residual learning for image recognition,” in Proceedings of the IEEE Computer Society 

Conference on Computer Vision and Pattern Recognition, IEEE Computer Society, Dec. 2016, pp. 770–778. doi: 

10.1109/CVPR.2016.90. 

[11] Z. Liu, H. Mao, C. Y. Wu, C. Feichtenhofer, T. Darrell, and S. Xie, “A ConvNet for the 2020s,” Proc. IEEE Comput. Soc. Conf. 

Comput. Vis. Pattern Recognit., vol. 2022-June, pp. 11966–11976, Jan. 2022, doi: 10.1109/CVPR52688.2022.01167. 

[12] J. E. Luján-García, M. A. Cardoso-Moreno, C. Yáñez-Márquez, and H. Calvo, “BEC-1D: Biosignal-Based Emotions Classification 

with 1D ConvNet,” Lect. Notes Comput. Sci. (including Subser. Lect. Notes Artif. Intell. Lect. Notes Bioinformatics), vol. 14392 

LNAI, pp. 189–200, 2024, doi: 10.1007/978-3-031-47640-2_16. 

[13] D. U. Latha, K. Hemanth, B. M. Amogh, K. S. Praveen, and B. Y. Darshan, “Skin Cancer Classification using ConvNET,” Int. Conf. 

Recent Adv. Sci. Eng. Technol. ICRASET 2023, 2023, doi: 10.1109/ICRASET59632.2023.10420349. 

[14] K. Zhang, T. Cui, W. Wu, X. Zheng, and G. Cheng, “Large Kernel Separable Mixed ConvNet for Remote Sensing Scene 

Classification,” IEEE J. Sel. Top. Appl. Earth Obs. Remote Sens., vol. 17, pp. 4294–4303, 2024, doi: 10.1109/JSTARS.2024.3353796. 

[15] A. Musa, “Nigeria Chest X-ray Dataset,” Kaggle. Accessed: Nov. 16, 2024. [Online]. Available: 

https://www.kaggle.com/datasets/aminumusa/nigeria-chest-x-ray-dataset 

[16] P. Desai, P. Karthik, D. Loganathan, S. Preethi, and B. R. Bharani, “Different data cleaning techniques and normalization techniques 

with focus on current normalization techniques: A study,” Adv. Electr. Comput. Technol., pp. 332–349, Jul. 2025, doi: 

10.1201/9781003515470-46. 

[17] M. Cossio, “Augmenting Medical Imaging: A Comprehensive Catalogue of 65 Techniques for Enhanced Data Analysis,” arXiv, Mar. 

2023, Accessed: Nov. 16, 2024. [Online]. Available: http://arxiv.org/abs/2303.01178 

[18] S. Yadav, S. A. M. Rizvi, and P. Agarwal, “Detection of Lung Diseases for Pneumonia, Tuberculosis, and COVID-19 with Artificial 

Intelligence Tools,” SN Comput. Sci., vol. 5, no. 3, pp. 1–18, Mar. 2024, doi: 10.1007/S42979-024-02617-7/FIGURES/12. 

[19] Y. Mehmood and U. I. Bajwa, “Brain tumor grade classification using the ConvNext architecture,” 

https://doi.org/10.1177/20552076241284920, vol. 10, Sep. 2024, doi: 10.1177/20552076241284920. 

[20] D. Li, M. Zhai, X. Piao, W. Li, and L. Zhang, “A Ginseng Appearance Quality Grading Method Based on an Improved ConvNeXt 

Model,” Agron. 2023, Vol. 13, Page 1770, vol. 13, no. 7, p. 1770, Jun. 2023, doi: 10.3390/AGRONOMY13071770. 

[21] A. Irsyad and H. Tjandrasa, “Detection of COVID-19 from Chest CT Images Using Deep Transfer Learning,” Int. Conf. Inf. Commun. 

Technol. Syst., 2021. 

 



  Y _ m   ( i , j )


  ( i , j )


  X _ m


  K _ m


  Y _ m   ( i , j ) = ∑ _ ( u = 0 ) ^ ( k − 1 ) ▒ ∑ _ ( u = 0 ) ^ ( k − 1 ) ▒ 〖 X _ m   ( i + u , j + v ) ∙ K _ m   ( u , v )   〗


  G E L U ( x ) =   x   ∙     𝛷 ( x ) =   x   ∙     1 / 2   [ 1 + erf ⁡ ( x / √ 2 )   ]


  x


  𝛾


  y


  y = 𝛾 ⋅ x


  p


  x / ( 1 − p )


  D r o p P a t h  ( x , p ) =  {    x ,                                                         i f   p = 0   o r     m o d e   i n f e r e n c e     x  1 − p ⊙ mask ,                                                               i f   m o d e   t r a i n i n g


  𝜃 _ ( t + 1 )


  g _ t


  m _ ( t − 1 )


  v _ ( t − 1 )


  𝛼


  𝛽 _ 1


  𝛽 _ 2


  1 − 𝛽 _ 1 ^ t


  1 − 𝛽 _ 2 ^ t


  𝜀


    𝜃  t + 1 =     𝜃  t − 𝛼 ∙    (     𝛽 1   m  t − 1 +  ( 1 −   𝛽 1 )   g  t  1 −   𝛽 1  t )       𝛽 2   v  t − 1 +  ( 1 −   𝛽 2 )   g  t 2  1 −   𝛽 2  t + 𝜀


  y   ̂


  L  ( y ,   y ^ ) = −  (   y    〖    log ⁡   ( 〗 ⁡    y   ^   ) +  ( 1 − y )  log ⁡   〖  ( 1 −     y ^ ) ) . 〗


  A c c u r a c y =     ( T P + T N ) / ( T P + F P + F N + T N )


  P r e c i s i o n =     T P / ( T P + F P )


  R e c a l l =     T P / ( T P + F N )


    F  m e a s u r e = 2 x   P r e c i s i o n   X   R e c a l l  P r e c i s i o n +   R e c a l l

